
Bio-Inspired Computing Exam Notes 

Neural Networks 

Types of Networks 
 McCulloch and Pitts neuron: N inputs, 1 output, integer threshold  , fire if          

 Perceptron: single layer of hidden units, learnable weights, can replace threshold with extra 

bias unit; cannot learn non-linearly separate patterns 

 Multilayer-perceptrons: can learn non-linearly separate patterns 

 

Types of Learning 
 Supervised: target output provided 

 Reinforcement: global reward only provided 

 Unsupervised: target output is subset of the input 

Activation Functions 
 Sigmoid: differentiable, but has vanishing gradient 

 ReLU: simple, non-vanishing gradient, better for large networks, but can die if input is <0 = 

zero grad 

 Softmax: converts values to probabilities for being in each of k classes 

Optimisation Algorithms 
 Stochastic gradient-descent: noisy due to updating every example, slow 

 Batched stochastic gradient-descent: less noisy due to batching, helps to escape local minima 

 Momentum: adds some fraction of previous weight to updates, reducing random swings in 

weights 

 Weight decay: subtract some fraction of weights at each step to reduce overfitting 

 Variable learning rate: too large a learning rate will overshoot or oscillate, while too small is 

slow, so vary 

 Resilient backprop: only uses the sign of the gradient, and increases the step size the less 

often the sign flips; computed over entire training set at once 

 Add noise to training data to reduce overfitting 

Bias-Variance Trade-off 
                                           

 Bias means results are wrong on average, while variance means results are sensitive to noise 



 Outlier removal lowers variance 

 Reducing the number of parameters lowers the variance but tends to increase bias 

 Bimodal distribution removal: progressively remove input patterns with largest errors 

Pruning 
 Pruning can be an effective means of keeping the size of the network small and avoiding 

overfitting 

 Prune when: 

o Output of neuron is always very close to 0 or 1 

o Neuron duplicates the output of another unit 

o Weights into the neuron are all very small 

o Calculate the angle between pairs of hidden unit activations over all the inputs, and 

prune if the angle is <15 or >165 degrees, indicating they are parallel or 

complementary (distinctiveness pruning) 

 Garson’s formula: gives contribution of input i to output k, dividing by sum of paths to output 

Autoassociative Networks 
 Set output equal to the input 

 Number of hidden units determines degree of compression learnt by network 

 Can set shared weights from input to output and output to input to require compression to 

be invertible 

 Bidirectional autoassociative networks trains in both directions in sequence 

 Cutting the image into small patches and training them separately helps with generalisation 

Cascor 
 Cascor begins with a minimal network, then automatically trains and adds new hidden units 

 Generate candidate units connected to hidden & input (L1) but not output (L2) 

 Candidate selected which has max correlation with residual error in output 

 Add candidate, freeze input weights, train new weights with output 

 Continue adding units until learning goal reached 

 Learns much faster than ordinary backprop 

 But can lead to networks that are too large 

 Casper is like cascor but uses progressive resilient backpropagation 

 Casper also does not use weight freezing 

 Training rate with casper is L1 >> L2 > L3 so new units learn quicker without interference 

 

  



ALVINN 
 Autonomous vehicle with input of 30x32 retina 

 Output is 30 units coding left-right steering degree 

 Use a Gaussian output centred on the correct output to ensure better generalisation over 

outputs 

 Trained ‘on the fly’ based on the driving of a person, but using distorted (rotated) images 

that needs to fix 

 Maintains buffer of old images so doesn’t always forget the context; trains on buffer and 

new images 

 Cannot follow a route, just follows the road  

 Use multiple subsystems for obstacle avoidance, different sensors, staying on road, etc 

 Use arbitration network to choose between inputs, weighted by reliability (how close to 

nearest ideal) 

 Slows car down when reliability decreases 

Deep Learning 

Convolutional Neural Networks 
 Specialised for processing grid-like data 

 Performs convolutions rather than general matrix multiplication 

 Based on visual processing pathway in the brain 

 More complex features are learnt as you go deeper into the network by combining simpler 

ones 

 Need to set number of features to be learned at each layer, generally increases over the 

course of the network 

 Each convolutional layer has a set number of features (filters), which apply learned kernel 

transformations to a specific area of input (its receptive field) 

 Each filter learns to activate when it sees some specific feature 

 

 

 Every filter detects the same feature, just at different locations in the input (shared weights) 

 



 Size of the receptive field can be varied, as well as the stride – the number of units across the 

input moved in each step. A smaller number increases overlap between units in the 

convolution layer 

 Pooling layers are often added to reduce the dimensions of the features in each 

convolutional layer. This helps to reduce overfitting, cost of the network, and help 

representations to be invariant to small translations of input 

 

 Multiple possible pooling functions, including max-pooling, average-pooling, L2-pooling 

 Padding involves adding dummy input at the edges of the data so that the edges are not lost 

at each stage of applying receptive fields 

 

 Dropout regularisation helps to prevent overfitting by randomly removing a fraction of 

connections in each training pass; like adding noise to hidden units 

 

 Batch normalisation regularises input based on the mean and variance over the batch 

 



Sequential Learning 
 Recurrent neural networks have feedback connections from its output back to its input 

 Unrolling an RNN through time to create a standard neural network of arbitrary size, with 

weights at each time step (not learning step) equal to each other 

 

 RNNs can learn to model sequences of arbitrary length 

 

 This allows neural network to store a memory of its past input, which can help learning 

context of input 

 Hidden state at time t:                        for input x and hidden activation h 

 The hidden state at time 0 needs to be initialised for each new sequence - often done as a 

random initialisation, but can also be learned, or transferred from the last time step of the 

previous sequence 

 Backpropagation proceeds as usual, but with the weights whh , wxh , why and biases 

constrained to be the same value at each time step 

 Problems 

o With just one state vector and weight vector learning the relationship over time and 

being constantly overwritten, long term dependencies are difficult 

o In theory the backpropagation through time algorithm allows us to train RNNs using 

gradient descent 

o In practice RNNs are unstable and when backpropagating gradients through long time 

windows the gradients can explode or vanish 

 

 Tricks to help train RNNs 



o Gradient clipping: Rescale gradients to prevent them from vanishing/exploding 

o Regularisation: Use penalty on the recurrent weights to prevent explosion 

o Input reversal: helps improve learning by reversing direction 

 Long short term memory (LSTM) 

o Each unit in the RNN is replaced by a complex memory block  

o This block contains memory cells and an apparatus to control (based on input) when 

they are altered and when they are outputted 

o The basic idea is that the cell stores information until it is relevant  

o Good for incorporating past context in decision about new input 

o Deep LSTMs can be built in the usual way by stacking LSTM layers on top of each other 

with the input for a deeper layer being the output from the previous layer 

o Very useful for things like image captioning and language translation 

o Attention: Adds an attention mechanism that weights the importance of each final 

hidden layer output in producing each word output 

 

 CNNs for sequence learning 

o In domains where tricks can be used to express inputs of variable length with inputs of 

fixed length feedforward neural networks can be used to model the time domain 

o For example, a video can be split into pieces of a predetermined number of frames so 

a 3D CNN or concatenated 2D CNNs can be applied 

Representational Learning 
 Deep neural networks require large amounts of labelled data in order to learn 

representations of the data used for making generalisations 

 In many domains it is difficult or prohibitively expensive to get large amounts of labelled 

training data, but unlabelled or related data is available 

 Furthermore, hardware for top-end deep networks is often very expensive 

 Transfer learning is where we train the weights of our model on a related (source) dataset 

and transfer those pre-trained weights over to our target dataset rather than initialising the 

weights from scratch 

 Example: take a CNN pretrained on ImageNet (1.2 million labelled images), remove the final 

layer and treat the previous layer as a feature extractor. Train a linear classifier (eg. SVM or 

Softmax) on the new dataset using the extracted features as input 

 The transferability of features decreases as the distance between the base task and target 

task increases, but still useful to transfer distant features 

 Greedy layerwise unsupervised pretraining 



o Rather than being initialised randomly a DNN is built up one layer at a time with each 

layer learning a representation of the data with an algorithm such as an autoencoder 

and that layers output used as input to the next layer 

o Very good when little labelled data is available, but not as good as having labelled data 

o A denoising autoencoder: the input is the original data with noise added to corrupt it 

and the autoencoder attempts to recreate the original data as output 

o Regularisation: encourage sparseness with a sparsity penalty, or penalising large 

derivatives wrt x (i.e. representation should not change dramatically with input) 

 

 Semi-supervised learning 

o Semi-supervised learning is used where we have large amounts of unlabelled data and 

limited labelled data all from the same domain 

o An unsupervised learning method is used on the unlabelled data and then the model is 

fine-tuned on labelled data, like transfer learning scenario 

o Can use the initial unsupervised training to learn a compressed representation that is 

then used to make predictions of future frames 

 

Generative Modelling 
 In generative modelling we get training examples X distributed according to some unknown 

distribution P(X), and our goal is to learn a model P which we can sample from, such that P is 

as similar as possible to P 

 Regular neural networks cannot deal with stochastic inputs inside the network (generating 

new inputs based on the data), because the output of such units will not be differentiable 

 Solution is to move sampling to input layer; generate inputs from standard normal then 

transform 

 Variational autoencoder 

o Latent variables are unknown variables which affect the nature of the input (e.g. 

parameters affecting handwriting shape) 

o A Variational Autoencoder (VAE) is an encoder that encodes the data into latent 

variables z and a decoder that reconstructs the data given z 

o This learned distribution can then be sampled to get values for the latent variable z 



o The loss function includes a reconstruction loss term and the Kullback-Leibler divergence 

term, which measures the distance between the encoding q and decoding p functions, 

ensuring they are kept similar to promote efficient representations 

 

 Generative adversarial networks 

o Two neural networks in competition with each other 

o The discriminative model leans to discriminate between real and fake inputs 

o The generative models learns to generate fake inputs that can fool the discriminator 

o The Discriminator is usually a standard CNN however the Generator is usually a 

Transpose Convolutional or Deconvolutional Neural Network (go from features to 

inputs, backwards) 

o GANs tend to be very unstable and are notoriously difficult to train 

o Loss value doesn’t really relate to image quality, so need to check regularly 

 

 
 Tricks for training GANs 

o Pick up losses going to 0 or max value early on 

o Normalise inputs to between -1 and 1 



o Use Gaussian input for generator 

o Train discriminator on mini-batches of all-real or all-fake 

o Avoid sparse gradients by using ReLU 

o Make the labels noisy for discriminator to stop it learning too quickly 

o Traditional GANs minimise the f-divergence between the real data P(x) and the 

generated data PG(x), f=P(x)/PG(x) 

o Wasserstein GAN: changes the loss function to include Wasserstein distance, which 

describes how far apart two distributions are even when the supports don’t overlap 

significantly. As a result, WGANs have loss functions that correlate with image quality.  

Deep Reinforcement Learning 
 Reinforcement learning optimises global reward signal, rather than trying to match input and 

output 

 Is very slow because many input presentations are required so it can assign credit correctly. 

 Reinforcement learning tends to excel at tasks where it can practice the same scenarios 

repeatedly or have lots of examples (e.g. game playing). 

 The policy        is the strategy the agent employs to determine the next action based on 

the current state. It maps states to actions. 

 The value is the expected long-term return with discount, as opposed to the short-term 

reward r. Used to evaluate states under the current policy. 

 Total reward of following policy p from state s:         
 
 . 

 Q-value or action-value:         is the expected long-term return of the current state s, 

taking action a under policy π. Q maps state-action pairs to reward 

 Solving with a neural network: input representation of state, output policy. Train to maximise 

discounted cumulative reward. 

 

 Deep Q learning 

o Q learning aims to approximate the Q function 

o Use Bellman equation to help approximate Q:              . 

o Unroll Q value recursively:                            , where s’, a’ is the next 

state/action pair, and r is the immediate reward. 

o Use Huber loss to train network, based on                    
      . The 

value of   can be non-zero if we mispredict our initial reward  , or if we end up in a 

different state s’ than expected. Huber loss is    if      ,     otherwise. 

o Epsilon greedy policy: with probability epsilon take a random action instead of 

estimated optimal action, thereby helping to explore more of the state space. 

o Replay memory: decorrelate training inputs by storing them and replaying them in 

random other. Greatly enhances training performance. 



o Double Q learning: the max operator in the error function in standard Q learning uses 

the same network model both to select and to evaluate an action, which results in 

overestimated predicted future rewards. Double Q learning uses a separate network to 

estimate and evaluate expected rewards. 

 Policy gradients 

o Policy gradients seeks to directly optimise in the action space without computing Q. 

o Each time the agent interacts with the environment (hence generating a data point 

(s,a,r,s′)), we tweak the weights of the neural network so that good actions will be 

sampled more likely in the future. 

o The loss function to minimise is the sum of the rewards over action  , multiplied by the 

log probability of taking that action in the given state:                

 

 

 Comparison 

o Policy gradients generally have better convergence properties 

o Policy gradients can also learn stochastic policies (e.g. for card games) 

o Problem with policy gradients is the high variance in estimating the expected return 

o Can reduce the variance in policy gradients by applying a baseline, so loss becomes: 

                      

o Q learning often has better performance when it does work 

 Ac tor-critic methods 

o Policy gradients are hard to implement for continuous problems, since they reply in 

periodic agent interaction with the environment 

o Actor Critic methods reintroduce a temporal difference error, so the loss function  now 

becomes:                                   

o Replacing the return of an entire episode with an estimate of the loss over one time 

step means updates can be done online after each transition and variance is reduced. 

Deep Learning Challenges 
 Research is often caught up in identifying marginal performance gains on a single specific 

application without adequate scientific rigor 

 Specificity: the brain performs many different tasks with a single network, which ML 

researchers have attempted to replicate by incorporating different computational blocks into 

a single unit 



 Black box: hard to tell how models are making decisions (though can try to visualise features) 

 Trust: A black box is not explainable to customers or the CEO; there is often a need for 

liability and accountability 

 Poisoning: Many on-line systems constantly learn from new data given to it by real-world 

users, which can therefore potentially be manipulated 

 Adversarial attacks: one pixel attacks, adversarial patches, adding epsilon noise 

 Ethics: concern about privacy, use for surveillance or military applications 

 Prejudice: often deep learning results can suffer from biases or prejudices, generally as a 

result from the way the database was constructed or annotated 

 Data requirement: Deep learning needs very large datasets to train on before making 

accurate inferences, need to expand to smaller datasets 

Fuzzy Logic 

Key Principles 
1. Fuzzification of input 

 

2. Rule revaluation 

 

3. Aggregation of rule output sets 

 

4. Defuzzification of output 

    
         

        
 

Fuzzy Clustering 
 Allow for partial class membership   

 Fuzzy c-means: choose c, start with random assignments, compute centroids, recompute 

memberships by optimising         
        

    

 Need to set degree of fuzziness parameter   



 

Hedges 
Very          
Extremely          
Very very          
More or less            
Somewhat            
A little            
Slightly            

Fuzzy Set Operations 
 Belong less to subsets 

 T-norm (fuzzy intersection) 

o                  

o             

o Luka norm                      

 T-conorm (fuzzy union) 

o                  

o                         

o Luka norm                    

Inference Methods 
 Mamdani: find centroid of shape s et (slow) 

 Sugeno: only takes single point outputs for value s of inputs, then takes weighted average 

(fast) 

 

  
 Kohonen’s Self Organising Feature Maps 

 Each input updates weights to best matching output 

 



Genetic Algorithms 

Key Principles 
 Evolution via natural selection of a randomly chosen population of individuals is a search 

through the space of possible chromosome values 

 Main components of an EA: 

o an encoding of solutions to the problem as a chromosome 

o a function   to evaluate the fitness, or survival strength of individuals 

o initialization of the initial population: set to uniform random values 

o selection operators to choose individuals to go to next generation (can replace one 

parent or worst in pop) 

o crossover to recombine genetic material from parents (asexual, sexual, multi-

recombination) 

o mutation to randomly vary individuals 

 

 Chromosomes can consist of binary, nominal, or continuous variables 

 
 Binary representations are a problem because of Hamming cliffs:        vs        

 Can terminate when no improvement or when acceptable solution is found 

Selection 

 Random: prob = 
 

 
, no selective pressure 

 Proportional: prob = 
    

      
, biased towards most-fit 

 Tournament:  selects n individuals from population and selects best individual from the 

group 

 Rank-based: probability of selection depends upon rank of fitness 

 Boltzmann: prob = 
 

         , with temperature parameter   that falls over time 

    : selects the best   parents and produces   offspring from each 

 Elitism: choose only the best individuals, copy without mutation 

 Hall of fame: best individuals of each generation are archived, archive is sampled from each 

generation 

 Interactive: phenotype judged by human evaluator 

Crossover and Mutation 
 Uniform/one-point/two-point 

 Diagonal crossover for more than two parents 



 Macromutation: offspring is created by recombining a parent individual with a randomly 

generated individual 

 Large mutation rates favour exploration; small favour exploitation 

 Multiple replacement strategies: 

o Generational genetic algorithms replace all parents with their offspring after mutation 

o Steady state genetic algorithms have some overlap between generations, might 

replace worst, replace random, replace oldest, or elitist  

o Amount of overlap between generations is the generation gap 

Island Genetic Algorithms 
 Maintain separate populations on ‘islands’ and only periodically allow transfer ‘migration’ 

between them 

 If migration occurs too early, the number of good building blocks in the migrants may be too 

small to have any influence at their destinations 

 Usually, migration occurs when each population has converged 

Genetic Programming 
 Each chromosome represents a solution as a tree, representing a computer program 

 Need a domain-specific grammar, specifying all variables and constants. Can include 

mathematical, arithmetic, and programming operations. 

 Initialisation: for each individual, a root is randomly selected from the set of function 

elements; non-terminal nodes are randomly selected from the function set, and terminal 

nodes from terminal set 

 Fitness: number of correctly predicted targets (Boolean) or mean-squared error (function) 

 Evolve by expanding trees when no improvement possible; randomly generating new 

building blocks 

 


