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Econometric Techniques 

Time Series Analysis 

Preliminaries 

Autocorrelation 

Serial correlation refers to correlation between a variable and its lags. This can include the error term or 

independent variables. Correlation of error terms violates assumption 4 that           . 

Consequences: 

 If the x’s  are uncorrelated with the errors, the least squares estimator is still unbiased,  but  

conventional  standard  errors  are incorrect, invalidating hypothesis tests and confidence 

intervals 

 If the x’s are correlated with the errors, as will be the case if one of the x’s is a lagged y, the least 

squares estimator is inconsistent 

The  th order sample correlation for a series   gives the correlation between observations   periods 

apart: 

   
            

                 
 

 
            

      
 

   

 
   

                 

 
 

        
 

Distributed Lag Model 

Here various lags of one or more explanatory variables are regressed against an independent variable. 

                        

This model behaves such that when    increases by one unit,    immediately increased by   . In the 

next period      will increase by    units, and so on. Generally the values of    decrease as    . The 

value of   returns to its original level at period      . As the impact of an initial change in the 

explanatory variable is distributed over time, we call the model a distributed lag model. 

Delta Method 

The delta method is a method for estimating the variance of an estimator  of a nonlinear  function  of 

parameters. Suppose we have an estimator that is a non-linear function of parameters, given as follows: 

  
 

 
 

Using a Taylor Series approximation, we can estimate the variance of   as: 
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Information Criteria 

The objective of information criteria is to minimize the sum of squared errors (SSE) subject to a penalty 

that increases as the number of parameters increases. There are two main information criteria metrics 

that are used: 

        
   

 
  

  

 
 

           
   

 
  

     

 
 

Where   is the number of included parameters and   is the sample size. An alternative version of both of 

these metrics substitutes     for     , where   is the log-likelihood. The lower are these metrics, the 

better the regression model. 

Testing for Autocorrelation 

Single Hypothesis Test 

To test for the presence of  th order sample autocorrelation, we set up a null hypothesis that     , in 

which case it can be shown that: 

        
 

 
 

Thus our test statistic will be: 

  
    

    
        

A large value of this test statistic in an indication that the null hypothesis assumption of no serial 

correlation should be rejected. 

Lagrange Multiplier Test 

The advantage of the LM test is that we can test for autocorrelation of many lags at once. To conduct an 

LM test essentially we just create a model with one or more lagged error terms, and then conduct an F-

test with the null hypothesis that the coefficients on all of these terms are equal to zero. If we cannot 

reject this null hypothesis, there is no reason to suspect autocorrelation of those lags. 

                            

           

 

For this test the test statistic will either be a t-statistic (if only one parameter is being restricted), an F-

statistic (if more than one parameter is being restricted), or   
      , where t is the sample size, k is 

the number of parameter restrictions, and    is from the unrestricted model. 
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Correlogram 

We can examine a correlogram of all the  th order autocorrelations and see if any of these correlations 

are statistically significant. This is convenient because we can immediately see which orders are 

significant and which are not. 

Durbin-Watson Test 

Dealing With Autocorrelation 

Robust Standard Errors 

Robust (also called Newey-West or HAC) standard errors are a way of correcting standard errors in our 

regression for the presence of autocorrelation, so that our confidence intervals and hypothesis tests will 

yield correct results. For the HAC standard errors to be valid, we need to assume that the 

autocorrelations go to zero as the time between observations increases (a condition necessary for 

stationarity), and we need a large sample, but we do not need to know the precise form of the 

autocorrelation model. 

                 
     

         
 
 

    

       
     

         
 
 

    

          
     

         
 
 

           
     

         
  

     

         
           

   

 

Note that when there is no correlation between error terms, this collapses down to  
     

         
 
 
       , 

which is the white heteroskedasticity-consistent estimator. 

First-Order Autoregressive Model (AR(1)) 

HAC standard errors fix the problem with the least squares standard errors, but they will not provide the 

estimators with the lowest possible variance. We can potentially increase the power of our model by 

making assumptions about the form of the autocorrelation. 

The AR(1) model of autocorrelation takes the form: 

            

Where 

                  
                              

With this assumption we can make statements about the behaviour of   : 
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Substituting this value for    into the linear regression we find 

                    

                                

                                

                                

                                  

By incorporating the lagged variable      into the model, we are thus able to transform the regression 

into a form that is free of autocorrelation. This equation is estimated using non-linear least squares 

through numerical methods. If our assumption about the form of the serial correlation holds, this model 

will now both be best (lowest variance) and have the correct standard errors. 

Autoregressive Distributed Lag Model (ARDL) 

It turns out that we can rewrite the AR(1) model in a more general form: 

                                  

                            

Note that the first equation is simply a restricted version of the second, with         . This indicates 

that rather than having to explicitly build in autocorrelation into the error terms, we may be able to 

simply include enough of the correct lags of   and  , and produce an autocorrelation-free model that 

way. Testing the restriction          using a Wald test will allow us to see if an AR(1) model is a 

suitable approximation of this more general autocorrelation-free model. 

An ARDL(p,q) model includes   lags of   and   lags of  . When selecting the values of   and  , we 

should consider the value of the information criteria of different models, whether the parameter 

estimators match predicted values, and whether autocorrelation has been eliminated  
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Infinite Distributed Lag Model 

Any ARDL model can be converted into an infinite distributed lag model, composed only of lagged terms 

of explanatory variables, without any lagged dependant variables. Such a model has the form: 

                                    

                

Note that to successfully transform an ARDL to an IDL model, it is necessary that the delay multipliers 

gradually approach zero as the distance from the impact event increases. This should hold if the data are 

stationary. 

Usually we estimate the ARDL model and then if necessary transform it into an IDL model to conduct 

multiplier analysis. 

Multiplier Analysis 

The term    is called the impact multiplier, while each value    is called the s-period delay multiplier. 

If instead of being one-off the change each period is cumulative, then the total change in period     is 

simply given by           , and this quantity is called the s-period interim multiplier. 

The sum of the impact and all s-period multipliers is called the total multiplier:     

The standard errors for s-period multipliers are simply: 

                                         

Multipliers can be found by estimating an ARDL model and then transforming it into an IDL model. 

Consider the following ARDL model: 
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If            then  

       

           

           

         

 

The total multiplier can be found by: 

      
         

    
 

Forecasting 
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Detecting Non-Stationarity 

What is Stationarity? 

A time series is stationary if its mean and variance are constant over time, and if the covariance 

between two values from the series depends only on the length of time separating the two values, and  

not on the actual times at which the variables are observed. 

Given the AR(1) model              , the series will be nonstationary if      . 

If     we say that    has a unit root. Such a model will have the form           , which is called a 

random walk model. This can be shown as follows: 

              

             

             

              

                        

   
 

   
                                            

      
 

   
 

   
 

   
                     

                    

From this it follows that in a non-stationary series: 

         

 

 

             

This means that errors add up over time, and eventually the variance trends to infinity. 

Although the mean is constant, the increasing variance implies that the series  may  not  return  to  its  

mean, and so sample means taken for different periods are not the same. 

Consequences of Non-Stationarity 

In a regression model involving nonstationary variables:  

(1) There will be extreme serial correlation in the errors (very high LM test values and a low Durbin 

Watson statistic). 
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(2) You can get an apparently significant result with a high    and high t-values when in fact the 

variables are unrelated (spurious regressions) 

Non-stationarity can be revealed by examining the series plot for wandering behaviour, examining the 

correlogram for extreme and persistent autocorrelation, and by testing for a unit root. 

Testing for Unit Roots 

Consider a simple AR(1) model of the following form: 

                   

This can be transformed as follows: 

                             

                        

               

Thus, one way of testing for stationarity is to use an F-test to test the joint hypothesis         . 

An easier way to perform the test is to simply ignore the        term and just directly test        

using a  -test. The larger the  -statistic, the more likely it is that we reject the null of a unit root. Note 

that the distribution theory for nonstationary series is different, and so the critical values for a  -test are 

also different. This is automatically corrected by Eviews. 

Trending Series 

The basic method for testing for unit roots can be extended by including a deterministic trend in the 

model. In the basic AR(1) model we assumed: 

                     

And use this to derive the model 

                   

Now we assume the presence of a deterministic trend (   ): 

                        

As use this to derive the model as follows: 

                    

                        

                                        

                                      

                               

                                 

                   

If     then the model simplifies to 
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Which is simply a random walk with an intercept term, which creates an upward trend. 

This analysis yields two key types of trend models: 

                  - deterministic trend, can be estimated by OLS after subtracting trend 

              - stochastic trend, must be estimated in first differences to make it 

stationary 

To test for unit roots in trending series, we transform the model in the same way as before. 

                 

                           

                      

                    

We can then conduct an F-test with the null         . Alternatively, as before we can simply do a 

t-test that    . 

Testing in More General Models 

We may also need to test for unit roots in AR(2) or higher order models that have multiple lags of y. It 

turns out that we can test for a unit root in an AR(p) model using the null        with the equation: 

                    

   

 

    

Where the       are known as augmentation terms, the number of which can be based on correlogram 

results or determined automatically by Eviews. 

Also, sometimes when dealing with higher-order models it is necessary to difference more than once in 

order to achieve stationarity, as there can be more than one unit root. Note that differencing a model is 

sort of like differentiating the equation, so a trend term becomes an intercept and an intercept 

disappears. 

Non-Stationary Regression Models 

Testing for Unit Roots 

 This is the Dickey-Fuller test 

 It tests whether there is a unit root in the simple autoregression of y 

 This can be done in terms of   or      , as shown 

            

                      

                 

             

 It is also possible to increase a constant and a trend term if it is necessary 

Testing for Cointegration 

 Regress y on x 
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 Get the residual series 

 Test for a unit root in the series with a single lag 

 If there is a unit root, they are not cointegrated 

If There is Cointegration 

 The long-run relationship can be estimated normally without worrying about surpious 

regression, however the errors will still be wrong 

 Can estimate the short-run error correction model with correct errors: 

 

Ordinary Least Squares with Matrices 

Model Notation and Assumptions 

Vector Notation 

The mean vector of   is given by 

      

     

     

     
   

  

  

  

    

The covariance matrix of   is given by 

                

        
                               

                       
                

                                       
  

  

                           

                           

                           
  

        

Assumption 1: Linear Relationship 

Assume that the true relationship between the parameters is given by 

       

This means that             , which as shown below simplifies to         

Assumption 2: Non-Stochastic Regressors 

For the moment we will assume that   is a nonstochastic matrix, meaning that all independent variables 

are predetermined and known before   data is collected. We further assume that   is an     matrix 

with rank  . This ensures that   is not singular and so we can take its inverse. 

Assumption 3: Zero Mean Error 

We assume that         , which implies that 
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Assumption 4: Constant Variance 

Here we assume that all observations of    are uncorrelated and have the same variance 

                  

The Linear Regression Model 
The linear regression model with   observation and   variables can be written in matrix form as  

 

  

  

  
   

          

          

          

   

  

  

  

   

  
  
  

  

       

Where   is the vector of coefficients that minimizes the sum of squared residuals, which is equal to     

             

  
  
  

  

   

  

  

  
   

          

          

          

   

  

  

  

  

 

  

  

  

  
   

          

          

          

   

  

  

  

   

                 

                       

                          

                   

Note that the second last line is valid because      is a scalar and so is equal to its own transpose 

Solving for OLS Estimators 

We can solve for   by differentiating     and equating the result to zero 

    

  
               

           

         

             

Unbiasedness of the Estimator 

We can use assumptions 1, 2 and 3 to prove that   is an unbiased estimator of   
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Deriving the Covariance Matrix 

Using the property that     is a symmetric matrix and so is equal to its transpose, along with 

assumption 4, we can derive the covariance matrix for our estimators 

                      

                               
 
  

                                         
 
   

                                         
 
  

                                                       
 
   

                                   
 
  

                           
 
  

                              
 
  

                         

                         

                      

                 

Estimation of Error Variance 

Now the only problem remaining is to find an estimator for   , which cannot be known directly. A 

natural estimator for           is to use the least squares residuals. However, it turns out that 

         . Instead, we use     
   

   
 as the estimator for   . We prove unbiasedness below 
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Note below that that tr and   operators can be interchanged, and the tr operator can be ignored on the 

       term as it is a scalar 

                
                 

   
   

              
                 

   
   

      
                 

   
   

           
              

   
   

        
              

   
   

    
                    

   
  

    
                    

   
  

    
             

   
  

    
   

   
  

          

 

Gauss-Markov Theorem 

The Guass-Markov Theorem states that the least squares estimator              has the lowest 

variance of all possible linear unbiased estimators of  . Let       be another unbiased linear 

estimator of  . 

            

            

           

              

           

          

We have specified that    must be unbiased, therefore it must hold that 
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Let              , therefore 

              

              

                 

       

     

Substituting these expressions into the alternative estimator we find 

      

                       

                                 

                       

                     

These expressions will be helpful in deriving the covariance matrix of    

                     
 
 

                                  
 
 

                                

                                  

                              

                              

                                                 

                                        

                 

                 

                     

 

                                

The term        is written in quadratic form, and therefore is a positive-definite matrix. This means that 

the covariance matrix for    is always strictly greater than the covariance matrix of  . 

 

 

  

Autocorrelation 
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Heteroskedasticity 

 

 

 

 

 

 

 

 

Distribution Theory 

Matrix Techniques 

If   is a square symmetric matrix, then there exists an orthogonal matrix   (meaning       ) such 

that: 

       

The columns of  , which are the same as the diagonals of  , are the eigenvalues of   

If we further assume that   is positive definite, then the diagonal elements of   are positive, as the 

eigenvalues of a positive definite matrix are always positive. 

We can then define      as the matrix formed by taking the square roots of the diagonal elements of  . 

It therefore follows that: 

              

                       

              

      

We have thus demonstrated that any square, symmetric, positive definite matrix can be written as    , 

where   is in essence the ‘square root’ of matrix  . Note that   need not be unique. 

A second important matrix result can be derived from the first as follows: 
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This means that, for any positive definite square matrix  , there exists a matrix   such that       . 

Consistency versus Unbiasedness 

Consistency means that as sample size approaches infinity, the mean squared error (       
 
= bias + 

variance) goes to zero. Thus a consistent estimator can be biased so long as this bias approaches zero as 

sample size increases. Sometimes one estimation method will be biased with a smaller variance, while 

another will yield an unbiased estimator with a large variance, so we need some way of selecting 

between these two, and unbiasedness is not necessarily always best. 

A good way of measuring the validity of our estimator   is to use the Mean Square Error. 

                 

               

                                 

                                    

                                           

                                            

           
 
            

                       
 

 

Normal Distribution 

Theorem 1 

Suppose           , then it can be shown that: 

                  

This means that linear functions of normal random variables are also normally distributed. 

Application 1 

Using this result we can derive the distribution of OLS estimator  : 

               

                                              

                                    

                                    

                                    

                       

                   

Application 2 

We also use this result when conducting certain hypothesis tests that involve picking out particular 

parameters using the matrix     : 
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Chi-Square Distribution 

If              then         
 . This means that a    random variable is simply the square of a normal 

random variable. 

Theorem 1 

Suppose              , then it can be shown that (if   is non-singular): 

                         
  

Note that in practise    is not known, and instead we estimate it using the sample variance    . This 

means that these estimators will only have the    distribution asymptotically.  

Application 1 

This result implies that, since                       , it follows: 

              

  
     

  

Application 2 

Since                            it follows that: 

                             

  
     

  

Theorem 2 

If               , and   is an idempotent matrix of rank G, then it can be shown that: 

         
  

Application 1 

This second result implies that  

     

  
       

   

F-Distribution 

An F random variable is defined as the ratio of two independent chi-square random variables, with each 

divided by its degrees of freedom. 

  
  

     

  
     

 

Application 1 

Taking two of our    results from earlier and converting it into an F-variable we find: 
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This allows us to eliminate the unknown    and replace it with                . 

This result only holds if the two    variables are independent, which will occur if normal variable   and    

are independent. This in turn will hold when the covariance matrix is the zero matrix. We can show that 

this holds for these variables as follows: 

                          

             

                                  
 
  

                                 

                             

                               

                     

       

            

Asymptotic Distributions 

A sequence of distributions corresponds to a sequence of random variables    for          In the 

simplest case, an asymptotic distribution exists if the probability distribution of    converges to a 

probability distribution (the asymptotic distribution) as i approaches infinity. 

     

Note that the following notations are equivalent: 

     

            

The distribution of   is called the asymptotic or limiting distribution of   . 

Suppose we have a sequence of random variables                          . The asymptotic 

distribution for    is given by: 

   
   

        

   
   

           
   

  

 
   

          

A distribution with no variance is not very useful, so instead we can use the distribution of         . 

From the central limit theorem we know that: 
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We can replace population parameters with sample parameters without changing the limiting 

distribution. Also, when the sequence of random variables is not normally distributed, the asymptotic 

theory is in terms of the normal distribution, not the t-distribution (which is more commonly used, as 

the presumption is that the t-distribution will be a more accurate approximation in finite samples). 

A more general form of this result is given below for any random variable    (which can have many 

different distributions): 

                

Where   is the covariance matrix. 

Some other useful results: 

                                   

                        

Hypothesis Testing and Interval Estimation 

Hypothesis Testing 

Consider the following test, where   and   are chosen specifically to select the relationship between 

parameters that we want to test: 

        

        

If the null is true then: 

                             

           
          

                           

           
   

   

It turns out that if the null specifies that all parameters except for the intercept are equal to zero, then if 

the null is true the F-statistic will be given by: 

           

         
            

More generally, we can write any F-test as: 

          

         
          

Where      is the ‘sum squared resid’ in the restricted model and     is the ‘sum squared resid’ from 

the unrestricted model. 



20 
 

Interval Estimation 

Region Estimation 

Moment Estimation and Instrumental Variables 

Stochastic Regressors 

Motivation 

So far we have assumed the X’s in the regression model  are nonstochastic, meaning that we know 

exactly what they will be before e even collect any data. This assumption is really only true when dealing 

with experimental data, and so is unrealistic in most economic research. For both time series 

observations and cross section drawings from a population, y and x are typically sampled jointly, which 

means they come from a single joint probability distribution         , which is equivalent to         . 

Joint PDF Rules 

       
      

    
 

              

                               

                             

                              

                  

                               

Assumptions for Regression with Stochastic Regressors 

 

Assumption 1 

The usual linear form of the regression model applies. 

                          

          

       

Assumption 2 

The draws of    and    are independent and random. 

 

Assumption 3 

The expected value of the error term given any value of   is always zero. This is equivalent to saying that 

the covariance between    and    is zero. 

                        

Assumption 4 

The conditional variance of    given any   is equal to   . 

              

This implies that                       



21 
 

Proof of Consistency 

We can prove that the least squares estimators under stochastic regressors are consistent if we use 

limiting distribution theory. 

             

                 

                        

              

     
   

 
 

  

 
   

 
  

                
   

 
 

  

 
   

 
    

                
   

 
  

  

     
   

 
    

     
   

 
    because              

     
   

 
       as an assumption which usually holds, where     is an invertible matrix 

                

          

Therefore we have proved that the stochastic regressor estimator is consistent.  

Derivation of Expected Value 

The expected value of the stochastic regressor is the same as for OLS. 

               

                       

                         

                      

         

                

       

This invokes the law of iterated expectations (note that        is itself a random variable, which in this 

case turns out to always take the same value). 

Derivation of Covariance 

The conditional covariance matrix of the estimator is the same as for OLS, but as shown below the 

unconditional covariance matrix is not, as it depends on the expected value of        , which is hard to 

work with. 
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From the conditional variance rule reported above in joint pdf rules: 

                                 

     
                  

     
          

              
        

Unfortunately this isn’t very useful as we don’t really know the value of      
      . 

Asymptotic OLS Distribution 

We are trying to find the distribution of  . 

         
   

 
      

It is known that the following are true asymptotically: 

   

 
                                      

                      
          

          
   

   

Because the errors are uncorrelated, this can be rewritten as 

      
   

           
      

   

 
        

This means that: 
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We this have a well defined asymptotic distribution for   which is the same as the usual distribution, 

expect now it only holds in large samples. 

Method of Moments 

Defining Moments 

The  th moment of a random variable is defined as the expected value of the random variable raised to 

the  th power. We can estimate population moments using the sample moment. The method of 

moments estimation procedure equates   population moments to m sample moments to estimate   

unknown parameters. The  th moment is denoted   . 

Method of Moments in OLS 

From the OLS assumptions we know that: 

              

                        

                              

Note that         is not actually a moment, however we can treat it as such for this purpose. We can 

replace each of  these terms with its corresponding sample version: 

              
 

 
              

                

                

               

                  
 

 
                

                  

                   
  

                 
  

Solving these two equations for the two unknown parameters    and    yields the same estimators as 

those found by least squares. We can use a similar technique with the multiple regression model. 

Instrumental Variables 

Causes of Correlation of   and   

There are three main causes of such correlation, which is a violation of a basic OLS assumption: 

 Whenever we have a simultaneous equation model, generally the right-hand-side endogenous 

variables in the reduced form equations will be correlated with the errors of the structural 

equations 

 If an omitted variable is correlated with an explanatory variable, the omitted variable will 

contribute to the error term, and hence the error will be correlated with that explanatory variable 

 In an ARDL model with lagged   terms and serial correlation defined by (for example)    

        , both    and      will depend upon     , and therefore      and    will be correlated 
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Consequences of Correlation of   and   

If we retain the assumption that        then we can show that: 

                             

                        

               

Let        . This means that: 

     
   

 
      

We can use this result to prove that if x and e are correlated, then b is an inconsistent estimator. 

               

     
   

 
 

  
   

 
 

                
   

 
 

  

      
   

 
  

                
   

 
  

  

     
   

 
  

                  
   

 
  

                 

What is an Instrumental Variable? 

Instrumental variables are special new variables satisfying certain properties that are used in regression 

models when the explanatory variables are correlated with the error terms of the original regression 

relationship. Instrumental variables (often designated  ) must satisfy the following properties: 

 The variable does not have a direct effect on  , and thus it does not belong on the right-hand side 

of the model as an explanatory variable 

 The variable is not correlated with the regression error term   (i.e. it is exogenous) 

 The variable is strongly (at least not weakly) correlated with  , the endogenous explanatory 

variable 

Instrumental Variable Estimators 

In OLS, the moment conditions are: 

                      
 

 
                

                            
 

 
                  

In the instrumental variables case, we can slightly modify these to become: 
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Solving these equations yields what are called the Instrumental Variable Estimators. 

           

   
               

               
 

In matrix notation: 

             

Properties of IV Estimators 

Slide 6, lecture 15 

Multiple Instruments 

Suppose now we have more than two instrumental variables    and   , but still only need to estimate 

two parameters. This means that we will have three equations with only two unknowns, providing more 

information that is necessary. 

                      
 

 
                

                                
 

 
                    

                                
 

 
                    

These three equations can be written in generalised matrix form as 

 

 
  
  

         
  

  
              

           

         

We can then obtain the parameter estimators by considering all moment conditions: 

         

Unfortunately in this case we cannot solve for   because     is not a square matrix and so cannot be 

inverted. However this can be estimated as: 

             

                                 

                                 

                                           

         
  

     

Where    is given by 
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Two-Stage Least Squares 

Two-stage least squares is a computational method for calculating the parameter estimates when we 

have more instrumental variables available than endogenous explanatory variables. It turns out to give 

identical results as the ‘multiple instruments’ IV estimator derived above. 

In 2SLS, we have two classes of explanatory variables,     and    .     are exogenous variables, 

meaning that they are not correlated with the residuals and hence they can be used in the regression as-

is.     are endogenous variables, and so must be transformed before they can be used in the 

regression, with the transformed versions denoted     . Once we have obtained     and     , we use 

all of these variables as instruments to find the parameter estimators using the method of moments. 

The ‘transformed’ values      are actually the predicted values of the endogenous variables given the 

observed values of the exogenous variables (including the exogenous regressor terms and the 

instrumental variables). They can be found by running an OLS regression: 

            

Once we have the predicted values, we simply estimate the original equation, except with the predicted 

values      substituting for    . This is equivalent to using      and     as instruments to estimate the 

original equation. 

Testing For Weak Instruments 

Testing the Correlation of the Instruments 

It is known that in large samples: 

       
   

   
          

 

 

Where    
  is the square of the coefficient of correlation between   and  . Thus, the  larger  the  squared  

correlation, the lower the variance of  , and hence the stronger is the instrument  . 

Another way to assess the strength of   is by regressing the endogenous explanatory variable    on all 

of the exogenous variables, plus all of the potential instrumental variables. We then test for the 

significance of the coefficients of the instrumental variables, controlling for other exogenous variables. 

                           

We usually will conduct a joint F-test of           , using the extra-large significant level     . 

If the F-test statistic value is sufficiently large we reject the hypothesis that the instruments are “weak” 

and can proceed with instrumental variables estimation. If the F-value is not sufficiently large, then 

instrumental variables (two-stage least squares) estimation is quite possibly worse than ordinary least 

squares (even though OLS will be biased, the variance may be lower). 

Canonical Correlations 

If we have more than one endogenous variable, we also need more than one exogenous instrumental 

variable in order for the model to be identified. The trouble with conducting individual F-tests for each 

endogenous variable is that we cannot tell if all of our instruments are strong enough, or if only one of 
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them is causing the F-test to exceed the critical value each time. To do this we use the method of 

canonical correlations. 

Suppose we have two endogenous variables             and two instruments        . First we 

regress each of these variables separately on just the other exogenous variables    and   . 

                       

                       

                   

                   

We then construct two new equations as linear combinations of both the instrument residuals and the 

endogenous variable residuals. This is done because with multiple vectors, there are many ways of 

producing correlations, so we calculate a bunch of these and see how large the smallest of them is. 

                 

             

The first canonical correlation    is defined as the largest possible correlation of    and   , where   

parameters are selected so as to maximise that correlation. There are also additional canonical 

correlations, up to   , where B is the number of endogenous variables. All of these correlations must be 

non-zero in order for the system to be identified. 

Cragg-Donald F Statistic 

If the system of equations is identified, then we can compute the Cragg-Donald Statistic, which is: 

    
     

 
 

  
 

    
  

Where: 

    is the smallest canonical correlation 

   is the sample size 

   is the number of endogenous variables 

   is the number of exogenous variables (excluding instruments) 

   is the number of instruments 

 

The larger the value of this test-statistic, the less likely it is that the test instruments are weak, and 

hence the more likely it is that we will reject the null hypothesis that the test instruments are only 

weakly correlated with our endogenous variables. 

 

There are two different rejection criteria that we can use for this test: the Relative Bias criterion and the 

Rejection Rate criterion. Both are expressed as percentages, with a larger percentage indicating a less 

stringent rejection criteria, and hence higher risk of type I error. 

 

Once we have selected the critical value using one of these two methods, we simply check to see if the 

Cragg-Donald statistic is higher than the critical value. If it is, we reject the null hypothesis of weak 

correlation and conclude that the instruments are strongly correlated with the endogenous variables. 
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Testing for Endogeneity of Instruments 

Testing the Validity of Surplus Moment Conditions 

The IV estimator is that which minimizes the value of: 

                                      

If there are surplus instruments (i.e. more instruments than endogenous variables) then this value will 

be non-zero. The higher is the minimum value of this statistic, the more likely it is that   is correlated 

with the errors. We use this fact to construct a test-statistic called the J-statistic: 

  
             

   
      

Where    is from the regression of   (residuals from the original IV regression) on  . The degrees of 

freedom will be equal to    , where   is the number of external instruments and   is the number of 

endogenous variables. 

A large J-statistic is evidence that at least some of the errors are correlated with the instruments, and 

hence that we have invalid estimators. 

Testing Correlation for a Subset of Moments 

We can also test if a particular subset of instruments are correlated with the errors, so long as we 

assume that the others are all uncorrelated. Thus, we separate the instruments into two categories:    

and   , where we make the assumption that     
     . We will now test whether     

     . 

The test statistic for this is: 

        
             

   
 

  
      

    
    

   

   
 

Where    is the  -statistic under the ‘restricted’ model (i.e. all instruments, restricted in the sense that 

we assume all instruments are valid), and    is using only the subset of instruments we assume to be 

valid,   . Hence, we test if there is a significant difference between the   stat with all instruments and 

the   stat with only the    instruments. Note that     is the same in both cases and is calculated using all 

instruments. If the value of   is high (i.e. there is a significant difference) we reject the null hypothesis 

and conclude that the second set of instruments    are invalid. 

Testing for Endogenous Variables 
Unless we actually have some endogenous variables there is no point in using IV estimators, as OLS are 

easier and more efficient. Hence the need to test for endogenous regressors. 

Method 1: Difference in J-Statistics 

Here we assume a null that all variables are uncorrelated with the errors, including those we think may 

be endogenous. This is the ‘restricted model’.  
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As before, the ‘restricted’  -statistic includes all regressors, and the ‘unrestricted’ statistic excludes 

those regressors we suspect to be endogenous. As before, a significant increase in the  -statistic when 

the suspected endogenous variables are included is evidence that they are indeed endogenous.  

Note: the estimates obtained from the restricted model will be the same as those found using OLS, or 

using an IV estimation will all independent variables included as instruments. The estimates obtained 

from the unrestricted model are just those we get from ordinary IV estimation. 

Method 2: Hausman Test 

Instead of comparing  -statistics, the Hausman tests simply compares the values of      and    . Under 

the null hypothesis of no endogeneity, both of these are consistent estimators for  , and so their values 

should be fairly similar. Significant deviation of the two estimators is therefore evidence of endogeneity. 

Conveniently,            has a covariance matrix of                   . Thus, our test statistic is a 

fairly simple   : 

          
                     

             

Method 3: First-Stage Residuals Test 

This test is essentially a direct test to see if the endogenous variables are correlated with the error terms.  

To do this we regress each of the suspected endogenous variables on all the instruments – these are the 

first-stage regressions – and save the residuals. We then estimate our original equation (including 

endogenous and exogenous variables) by OLS (no instruments), except that we also include all residual 

series obtained from the first-stage regressions as explanatory variables. We then conduct a Wald test 

to test for the joint significance of these residuals variables. If these residual series have decent 

explanatory power (significant Wald stat), then we conclude that there is evidence of endogeneity. 

Panel Data 
Random effects are preferred to fixed effects because their variance is smaller, they make use of both 

between and across individual variation, and also they permit estimation of differences based on 

characteristics that are invariant within a given individual 
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Some Exam Notes 
 All covariance matrices are positive semi-definite, and are also symmetric 

 A ‘positive definite’ matrix is just any matrix we can write in quadratic form (and is positive 

when we do so). Another way of saying this is that the matrix has positive roots, so we can write 

it is as the product of two other matrices L’L 

 Introduction of trace is permitted when matrix is 1 by 1 

 J is the number of restrictions in joint null hypothesis for  F test, and K is the total number of 

parameters (the dimension of  ) 

                                       

                                                

                                                                             

 Any model with at least one autogregressive term (e.g. AR or ARDL) can be written as an infinite 

lag model. To do this, write both the IL and ARDL equations in terms of lag operators, equate 

them, rearrange, and equate coefficients for equivalent powers of the lag operator 

 Sum of standard errors:     

 Covariance matrix:        

 If                                 

 If                      

 If                      then 

 
    

  
             

 In the GLS/IV models, we apply OLS to the transformed model. To find out what the 

transformations are, substitute in the value of    , and then rearrange to find the estimator in 

terms of the transformed variables 

 For information criteria: The lower are these metrics, the better the regression model 

 If one model is a restricted version of the other, check to see if the restrictions hold 

 ‘pre and post multiply’ 

 For probability limits of nonstochastic scalars, just do it as if it were a normal limit 

                  

 If there is a unit root, they are not cointegrated 

 

 

 

  

 

 

 


