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The Power and Limits of Logic 

Part A: Completeness 

Quantifiers and Normal Forms 

Equivalence 

Two formulas ϕ and ψ are equivalent if and only if ϕ ⊢ ψ and ψ ⊢ ϕ. We write this as  ϕ ⊣⊢ ψ. This 

means that ϕ and ψ are satisfied in exactly the same models. They are true in the same circumstances. 

Disjunctive Normal Form 

A quantifier-free formula is said to be in disjunctive normal form if and only if it is a disjunction of a 

conjunction of literals. Every quantifier-free formula is equivalent to a formula in dnf. Disjunctive 

normal form is not unique.  

 

Proof of DNF 

If ϕ is not in DNF, apply one of the conversions to it. Keep doing this until none apply. The result will be 

a formula in DNF. For this to work, we need to make sure of two things:  

 If a formula is not in DNF, one of the conversions applies 

 The process terminates 

Poof that a Conversion Rule Always Applies 

If the formula is not in DNF, it either contains a conditional, a conjunction over a disjunction, a 

negation of a conjunction or disjunction: 

 If it contains a conditional, the conditional conversion applies 

 If it contains a conjunction over a disjunction, the distribution conversion applies 

 If it contains a negation of a conjunction or of a disjunction, the de Morgan conversion applies 

 So in every case, a conversion rule applies 

Proof that the Process Terminates 

Let us define a rather odd quantity and call it 'badness'. We stipulate the following: 
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 An atomic formula has badness 2 

 If ϕ has badness  , then ¬ϕ has badness    

 If ϕ and ψ have badness n and m, then ϕ∧ ψ has badness nm 

 If ϕ and ψ have badness n and m, then ϕ∨ψ  has badness n + m + 1 

One can verify that the conversion rules will always reduce badness, and also that badness can never 

be negative (always the sum or product of positive numbers). So the process must terminate. 

Quantifiers 

The scope of a quantifer are the variables and formulae that it applies to. Each quantifier in an 

expression operates independently of all other quantifers in the expression, even those over the same 

variable. 

A variable   is said to be free in a part of a formula if it isn't bound by a quantifer in that part of a 

formula. A quantifier binds all the free variables of the same type that are in its scope. 

Example 1 

                  

Both ys in the formula are in the scope of the   , and therefore are bound by it, while the first x is free, 

as it is outside the scope of the    quantifier. 

Example 2 

                      

The final x is bound by the    quantifier and not the    quantifier, because given that it is already 

bound by    it is not free to also be bound by   , despite being within its sc ope. 

Prenex Normal Form 

A quantified formula is in prenex normal form when it has all the quantifiers out the front, and after 

the quantifiers, the matrix is in dnf. 
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Soundness and Completness 

Defining Models 

A model is an interpretation for a predicate language. It consists of two parts: a domain and 

interpretation function. A domain, a non-empty set M of objects that we want to quantify over. If R is 

an n-place predicate, an interpretation of R, denoted I(R), is a rule mapping a truth value to every 

possible n-tuple selected from the domain. If a is a name, an interpretation of a, i(a), is an object in the 

domain to which the name refers. Different names can refer to the same object. A collection of 

standard names for M associates a unique name a for each object   in the domain D of M, such that 

      . The purpose of this is because technically you can't substitute out a variable for an object in 

the domain. You can only substitute a variable with for a name for that object. 

Given a domain          , a one-place predicate can be interpreted by a table assigning values for 

each object; a two-place predicate can be interpreted by a table assigning values for each pair of 

objects, and so on: 

 

So, for example,      is false, since    is false. Likewise,       is true, since     is true. 

Truth Conditions 

 

Model and Tree Notation 

For a given set of formulae  , we say that   is inconsistent if from it we can derive both a proposition 

and its negation. 

 ⊢ : nothing is provable from   as the completed tree for   closes, meaning   is inconsistent 

 ⊢   :   is provable from  , meaning that the completed tree for      closes  

   : there is no model in which   is true, meaning   is unsatisfiable, and nothing is a semantic 

consequence of   

    : a model in which   is true will also be a model in which   is true 

Soundness 

We now have two definitions for validity of arguments: 
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 If  ⊢ then    : if the tree closes,   is unsatisfiable. If this is true, it means that the tree 

method is sound: trees never say something is inconsistent when it is satisfiable. Trees say 

only true things. Trees are not too strong. 

 If    then  ⊢ : if some set of formulae is unsatisfiable, then the tree will close. If this is true, 

it means that the tree method is complete, so if the formula are unsatisfiable, the tree method 

will verify this. If something is true the tree will tell us. Trees are not too weak. 

Proof of Soundness 

We prove soundness by proving its contrapositive: If     then   , which we read as 'if   is 

satisfiable then   will not have a closed tree'. 

If   is satisfiable it means there is a model   that makes   true. So clearly if the tree contains only   

then it will be satisfied by the model, because we started with that model designed just so that it 

would satisfy  . This forms our base case. 

Any other tree for X is found by taking some tree for   , and applying a rule to a formula in that tree, 

extending every open branch in the tree with the descendants of that formula, according to the rules. 

A finished tree is one in which no further rules apply. A tree is open just when (at least) one branch in 

the tree is open. So we need to show that in any tree for X one branch is open, meaning that it 

contains no pairs A and ¬A. We want to show that if we begin with a tree with an open branch that is 

satisfied by  , we must end up with a tree with an open branch that also is satisfied by  . Then, by 

induction, all trees formed from our base case will have an open branch that satisfies  . 

To show this, we need to check for each rule that if the originating formula is true in  , then the 

formulas in one of the resulting branches are true in   too. We do this systematically: 

 Conjunction: If     is true in  , then both   and   are true in  , so both branches satisfy 

the model 

 Negated conjunction: If        is true in  , then     is not true in  , and so either   is 

not true in   or   is not true in  . So, either    is true in M (pick the left branch) or    is 

true (pick the right branch) 

 Universal quantifier: If      is true in  , and we extend the branch with the formula A[x := a] 

for some name  , then whatever the interpretation      in the model  , A[x := a] is true in  , 

since A[x := a] is true for all standard names 

 Negated universal quantifier: If       is true in   , then      is not true in  , and so 

there’s some standard name   such that A[x := a] is not true in M. Now, we have extended the 

branch with a formula ¬A[x := a] where a is a name new to the branch. Choose      to be the 

object in the domain which satisfies ¬A[x := b] 

Given that we can do this sort of analysis for all of the tree rules, we conclude that if we begin with a 

tree at least one branch of which is satisfied by the model, then we will still have such a branch after 

application of the rules. 

By induction, if   is satisfiable then   will have a completed tree with at least one open branch. 

Reversing the contrapositive, we conclude that if  ⊢ then   , or if   has a closed tree then it is 

unsatisfiable in a model. Hence we have verified the soundness of the tree method. 
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Completeness 

We aim to show that if X   then X ⊢, or equivalently, the contrapositive    implies   , which says 

that if a finished tree for X remains open, then X is satisfiable in some model. We do this by 

constructing a model satisfying X on the basis of some completed open tree T for X. 

Assume that we begin with a complete open branch for  . This means that we have: 

   at the top 

 No contradictory pairs   and     

 For any complex formula in B, the branch also contains one of the results of applying the rule 

resolving said complex formula 

We construct our model as follows: 

 The domain is the collection of names occurring in the branch B 

 The interpretation   of a predicate   appearing in   is constructed in the following way: 

o      assigns 1 to the n-tuple           if the branch contains the formula        

o      assigns 0 to the n-tuple           if the branch contains the formula         

o      can assign either 1 or 0 if neither case above applies 

In order for our model to satisfy the open branch for the tree, we must be able to assign an 

interpretation to all the predicates and names appearing on the branch such that all formula found on 

the branch are evaluated as true in the model.  Obviously this holds by construction for literals. What 

about more complex formulae? 

We consider various cases: 

 If the formula is a conjunction    , then we know that the branch contains both   and  , 

which are both made true in the model if they are literals. It follows that     is also true in 

the model. 

 If the formula is a negated conjunction       , then we know that the branch contains 

either ¬A or ¬B. If it is    , then   is false in the model (by hypothesis) and as a result,     is 

false in the model. Likewise for   . 

 If the formula is an existential quantifier      , then the branch contains some (simpler) 

formula A[x := b], which as we have established will also be true in the model, and hence 

      is true in the model too. 

 If the formula is       , then the branch contains ¬A[x := b] for every name b. As a result, 

every ¬A[x := b] is true in the model. So       is false in the model, since the names in this 

branch are the entire domain. 

 

Thus we have established that all of the formulae in the open branch can be made true in the model. 

We have thus proved that if    then   , or that if there is a tree with an open branch, then there is 

a model that makes all the formulae in that branch true, and hence also makes   true. Thus we have 

also proven that if X   then X ⊢, or that if a set of formulae is unsatisfiable (no model) then its tree will 

close. Thus we have proven completeness. 
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Hilbert Proofs 

Theories 

A theory is a set of sentences closed under logical consequence, meaning that if T ⊢ A then A   T. Any 

consistent, complete, universal (and hence, witnessed) theory is said to be maximally descriptive. 

Direct Proofs 

Tree proofs establish an argument by refuting its negation. Hilbert proofs work differently, reasoning 

directly from premises to the conclusion. Such a proof starts with premises and other axioms,  

continues by applying rules, which allow you to move from formulas in the proof to new formulas, and 

the aim is to get to the conclusion. 

Rules and Axioms 

 

 

Proofs 

A proof showing that X ⊢ A is a list of formulas, where every formula in the list is either 

 an element of X 

 or an axiom 

 or it follows by modus ponens from earlier formulas, 

 and it ends with X 

We annotate proofs with explanations indicating which axioms and rules were used. Note that we use 

a cut-down version of predicate logic which includes only      , since all other connectives can be 

expressed in terms of these. 
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Proof Examples 

 

 

Conditional Proof 

It is often easier to show that a Hilbert proof exists than to actually construct one directly. To do so we 

use the conditional proof fact: there is a proof from   to     iff there is a proof from     to  . This 

is sometimes called the deduction theorem. 

One direction of the conditional proof fact is simple. If there is a proof from X to    , then it is easy 

to construct a proof from     to  . Start with the proof from   to    , then add the premise A, and 

deduce   (by MP) from     and  . 

The other direction is trickier to prove. Start with the proof from     to  , and affix      to the start 

of each formula. The result looks as follows: 

        

        

                  

        

Each    is either an axiom, in the set  , is the formula  , or follows from earlier formulas by MP 

(otherwise it wouldn't be a proof from     to  ), and    is the conclusion  . We now almost have a 

proof. To finish we just need to make a few additions: 

1. If    is either an axiom or in  , we can deduce      by the weakening axiom           

2. If    is the formula  , then we substitute the proof of     (shown below) 

3. If    follows from earlier formulas    and       by (MP), then we use the distribution axiom 

                            

Hilbert Inconsistency Fact 

We say that a set X is Hilbert inconsistent if and only if for some formula  , there is a Hilbert proof of 

 ⊢   and of  ⊢   . The inconsistency fact states that     is Hilbert inconsistent iff there is a Hilbert 

proof of  ⊢   .  
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Proving one direction, if X ⊢ ¬A , then we have X; A ⊢ ¬A , and also obviously X; A ⊢ A , so X; A is 

Hilbert inconsistent. Conversely, if X; A ⊢ B and X; A ⊢ ¬B for some B by conditional proof X ⊢ A   B 

and X ⊢ A   ¬B, and by dilemma           ⊢   , so we have X ⊢ ¬A. 

Soundness 

To prove the soundness of Hilbert systems, we need to show that if we have a Hilbert proof for X ⊢ A 

then the argument from X to A is valid (according to trees or models). For this, it is enough to show 

that each axiom is a tautology (true in all models), and that each rule is valid. 

 

Completeness  

For completeness, we need to show that if an argument is valid, we can find a proof from the premises 

to the conclusion in the Hilbert system. As usual, we will prove the contrapositive: we’ll show that if 

there is no proof from the premises to the conclusion, then there is a model showing that the 

argument is invalid. 

Part B: Compactness 

Introducing Compactness 

Compactness Theorem 

For some set of theorems   and some finite subset of those theorems   : 

           

In other words, if a collection X is unsatisfiable, the unsatisfiability resides in a finite subset of X. 

Proving Compactness 

We prove that if  ⊢ then   ⊢ for some finite subset of  , and then appeal to the equivalence 

between ⊢ and  . Now, suppose that X ⊢. This means that a tree for X closes. But any closed tree for X 

is finite. Its branches are all finite, and each branch-point is has only finitely many branches. So, only a 

finite number of formulas in X are processed in the proof. So, we can erase the formulas unused, and 

get closure on the basis of some finite subset of X. 
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Consequences of Compactness 

Infinitesimals 

An infinitesimal number, is one that is bigger than zero, but smaller than each whole fraction. Suppose 

you have some favourite model M of a theory of real numbers. We can show that there is a model    

which makes exactly the same things true, but which includes infinitesimals. 

Let    be the set of all sentences true in the original model M. Let    be the set of formulas that 

define an infinitesimal: 

              
 

 
   

 

 
   

 

 
    

We will show that       is satisfiable by showing that every finite subset of       can be made 

true in the model  . 

Any finite subset of       will contain elements of    and finitely many elements of   . Thus there 

must be some biggest number   such that   
 

 
 is in the set. Now define   

 

   
, making of the 

sentences in our set true. Since we have ensured that each finite subset of       is satisfiable, the 

whole set       will also be satisfiable (by the compactness theorem). So, infinitesimals can be 

modelled. 

Inexpressibility of Finitude 

There is no sentence ϕ in the language of predicate logic true in exactly the models with finitely many 

objects. That is, there is no way to say: there are finitely many things. 

Suppose   is true in every model with finitely many objects. Then these formulas are jointly 

inconsistent: 

                                                

But no finite subset of these formulas is inconsistent (since the first   obviously are true in any model 

with more than   objects). Since every finite subset is consistent, the entire collection must be 

consistent (by the compactness theorem). This means that   cannot exist - it must be true in at least 

some infinite models.  

Countable Model Theorem 

If   (a finite or countably infinite set of formulas) can be satisfied by some model, then it can be 

satisfied by a model with a finite or countable domain. 

Suppose   is a countable satisfiable set of formulas, hence a tree for   remains open. Pick a complete 

open branch in this tree. It is countable, because it is formed inductively (i.e. it starts with X and adds 

one formula at a time). So, the model generated by this open branch must have a finite or countable 

domain, as there are at most finitely many names occurring at each formula in the branch, and there 

are countably many formulas on the branch. This is also called Downward Lowenheim-Skolem Theorem. 

Upward Version 

The Upward Lowenheim-Skolem Theorem states that if a countable first-order theory has an infinite 

model, then for every infinite cardinal number κ it has a model of size κ. The result implies that first-

order theories are unable to control the cardinality of their infinite models, and that no first-order 

theory with an infinite model can have a unique model up to isomorphism. 
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Part C: Computability 

Functions 

Defining Functions 

A function associates each item in its domain with a single item from from its range. If   is a function 

from domain   to range   we write      . 

Functions are the total functions (exactly one output for every input). Partial functions (at most one 

output for every input) aren’t functions. 

Register Machines 

Register machines are an abstract model of computation. A register machine uses of a finite number of 

buckets, and an unending supply of marbles. Each bucket can be individually identified, while the 

marbles need not be distinguishable. 

A register machine program is a finite set of instructions of two types: 

 To add marble to a bucket (and then to go on to the next instruction) 

 Or to take a marble away from a bucket (and to go on to one next instruction if you can, or 

another one, if you can’t) 

A register machine computes the partial function         iff whenever the machine starts with    

marbles in bucket   and no marbles in any other bucket, then if the program terminates then 

           marbles are in bucket 1. If the program does not terminate,            is undefined. 

Recursion 

Basic Recursive Functions 
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The Recursive Functions 

We say that a function is recursive if it is either a basic recursive function, or is composed out of other 

recursive functions my means of the constructors, and nothing else is a recursive function. 

All such recursive functions are computable by register machines. 

 

Uncomputable Functions 

There are countably many recursive functions from    , but there are uncountably many functions 

from     (since every bitstream defines a function mapping to        ). This can also be shown 

by diagonalisation: enumerate the collection of total recursive functions            Now define 
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       as              . This is a total function, and obviously it is not on the list. Thus we 

have shown that there are uncountably many non-recursive functions.  

The Busy Beaver Function is an example of a total non-recursive function. Let      be the largest 

number computed by a register machine with   states, given an input of   (since there are finitely 

many such register machines, this number must exist). We show that      is not computable by 

register machine. If it were, so would Cn[s, b] (compute b and add 1). Suppose thus were computed by 

a machine with   instructions, then on the input of   it gives        , one more than can be 

computed by any register machine with   instructions. Note that this argument does not work for 

partial functions, because             could be undefined for that input, so         is still 

undefined, and so    is on our list. 

The halting function is not recursive. The halting problem is the issue of determining whether or not a 

register machine halts on a given input. Suppose we have an enumeration         of all possible 

register machines. Let our solution to the halting problem be given by the halting function  , where 

     is undefined if    halts on input  , and returns 0 if it does not halt on  . Suppose   is at position   

on our list of register machines, and consider what happens if we try to compute     . If this halts and 

returns 0, it should be undefined and hence not return 0. But if it is undefined and so does not halt, 

then it should halt an return 0. Hence we have a contradiction. So   cannot exist as a recursive 

function. 

Recursive Sets 

A set   is said to be recursive iif its characteristic function    is a recursive function.  

       
                
              

  

A set   is said to be recursively enumerable if there is some recursive total function   such that the 

elements                    constitute an enumeration of  . All recursive sets are recursively 

enumerable, but recursively enumerable sets are not necessarily recursive. 

Part D: Incompleteness 

Decidability 

Deductively Defined Theories 

T is a deductively defined theory iff it is the set of consequences of some finite or recursive set of 

axioms. Robinson's Arithmetic   is a deductively defined theory. A deductively defined theory is said 

to be recursively enumerable when we have some way of recursively generating all the proofs from 

the axioms of the theory. 

 

If a formal language is countable (most are) in standard predicate logic, we can recursively generate all 

the proofs from the axioms of a deductively defined theory in that logic. 

 

If a theory is recursive (the same as decidable), it means we can generate a proof or run some 

algorithm which will always tell us whether a given formula is in that theory or not. Any finite set of 

axioms in propositional logic forms a decidable theory. 
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Finite Model Property 

A theory T has the finite model property iff whenever some formula A is not in the theory, there is 

some finite model of the theory in which A is false. Q does not have the finite model property: it has 

no finite models. If T is a deductively defined theory with a finite vocabulary, and with the finite model 

property, then T is decidable. Note that this does not apply to Q, since it does not have the finite 

model property. 

To see why this is the case, we can construct an algorithm to check if A is in T. With one hand, 

enumerate the members of T (possible since it is recursively enumerable). On the other hand, 

enumerate the finite models of T (there’s finitely many of size 1, finitely many of size 2, etc). Now, 

check for A on the list of theorems, as they come out, and check each of the models to see if they 

refute A. If A is a theorem, it will appear on the list of theorems. If it’s a nontheorem, it will be refuted 

by one of the finite models. 

Semidecidability 

First order predicate logic is complete (so the set of its tautologies is recursively enumerable), but it is 

not decidable (and so the set of its tautologies is not recursive). We say it is semidecidable. 

 

A property of a theory or logical system weaker than decidability is semidecidability. A theory is 

semidecidable if there is an effective method which, given an arbitrary formula, will always tell 

correctly when the formula is in the theory, but may give either a negative answer or no answer at all 

when the formula is not in the theory. A logical system is semidecidable if there is an effective method 

for generating theorems (and only theorems) such that every theorem will eventually be generated. 

This is different from decidability because in a semidecidable system there may be no effective 

procedure for checking that a formula is not a theorem. 

 

Every decidable theory or logical system is semidecidable, but in general the converse is not true; a 

theory is decidable if and only if both it and its complement are semi-decidable. For example, the set 

of logical validities V of first-order logic is semi-decidable, but not decidable. In this case, it is because 

there is no effective method for determining for an arbitrary formula A whether A is not in V. Similarly, 

the set of logical consequences of any recursively enumerable set of first-order axioms is 

semidecidable. 

Consistent Complete Theories are Decidable 

T is consistent and complete iff for each formula A, exactly one of A or ¬A is in T. It turns out that if T is 

a consistent, complete deductively defined theory, then T is decidable. Showing this is fairly simple: 

simply list the members of T. If A comes up, it is in T, while if ¬A comes up, A isn’t in T (since T is 

consistent and both cannot be in T). Since T is complete, one of A and ¬A will come up eventually. 

Representing Functions 

Given a function       , the open formula         is said to represent   in the theory T just when 

if         then  ⊢                    . 

It can be shown that the function f is recursive iff Q represents f. That is, Q represents all and only all 

recursive functions. 

Provability Predicates 

If T is a deductively defined theory, this relation is recursive:   is the Gödel number of a proof (from T) 

of the formula with Gödel number  . Since it is recursive, it can be represented in T by a predicate P. 
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Thus,  ⊢        iff   is the Gödel number of a proof with Gödel number m. Consider the statement 

            . This says that   is the Gödel number of a formula with a proof, and so it is an example 

of a provability predicate. 

 

Diagonalisation 

Gödel Diagonalisation  

A Gödel numbering is an assignment of natural numbers to expressions in the language of arithmetic 

such that: 

1. Different Gödel numbers are assigned to different expressions 

2. The Gödel number of any given expression is calculable 

3. It is effectively decidable whether a number is a Gödel number of an expression, and if so, of 

what expression it is the Gödel number of 

For any expression A , its diagonalisation is the formula: 

                

If A has the variable   free, then its diagonalisation says ‘A holds of the Gödel number of A’. Thus we 

can say: 

                      

The Diagonal Function 

Given a number  ,         is the Gödel number of the diagonalisation of the formula with Gödel 

number   (if there is such a formula), and 0 otherwise. So, if   is the Gödel number of        , 

then         is the Gödel number of                    / 

        is easy to calculate: 

1. Check if   is the Gödel number of a formula. 

2. If not, return 0 

3. If it is, add the code for             in the front and the code for       at the back. 

A very important fact about         is that it is recursive, meaning that it is representable in Q by 

some formula. 

The Diagonalisation Lemma 

If         is representable in a theory T, then for any formula     , there is some sentence G such 

that: 

 ⊢         

This essentially says that any predicate in theory T has a kind of ‘fixed point’; there is a sentence which 

is true if and only if that predicate holds of its own Gödel number. 
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The Core Theorems 

Tarski's Undefinability Theorem 

A set of numbers is definable by a formula B in theory T when the following conditions hold: 

1. T ⊢ B(n) iff   is in N 

2. T ⊢ ¬B(n) iff   is not in N 

 

Theorem: Any consistent extension of Q  cannot contain a formula which defines its own theorems. 

 

Suppose      defines the set of Gödel numbers of theorems in T. From the diagonalisation lemma, we 

can always find a sentence G such that  ⊢         . In essence, G is a formula which says "I am 

not true". If T ⊢ G then T ⊢ ¬C( ⌜G⌝ ), and since C defines theorems of T, then T   G. 

If T   G then T   ¬C( ⌜G⌝ ), and since C defines theorems of T, then T ⊢ G. 

So, there is no such C . Thus we conclude that the set of theorems are is not definable in T. 

Gödel's First Incompleteness Theorem 

Theorem: Any consistent, deductively defined extension of extension of Q is incomplete. 

Let T be a consistent, deductively defined extension of Q. Since T is an extension of Q , it does not 

represent its own set of theorems, but since T is an extension of Q , it does represents all recursive sets. 

Clearly, it follows that the set of theorems of T is not recursive, and so not decidable. 

Since T is deductively defined, if it were also complete, then it would be decidable (its theorems would 

be recursive set). But we just established that the set of theorems of T is not decidable. It therefore 

follows that T is not complete. This means that the set of tautologies is undecidable (not a recursive 

set). 

Löb's Theorem 

Theorem: If B is a provability predicate for T (and the diagonalisation lemma holds for T ), then 

 ⊢            ⊢  . In words, T can only prove that if A is T-provable then A holds, only when 

T proves that A holds all by itself. 
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Gödel's Second Incompleteness Theorem 

Theorem: No consistent extension of Q can prove its own consistency. In symbols, if T is a consistent 

extension of Q and B a provability predicate for T, then       ⌜   ⌝  : T cannot prove that is no 

T-proof that    . 

This result follows from Löb's Theorem. Suppose  ⊢     ⌜   ⌝  , that is, that T proves that it is 

consistent. By the workings of the conditional, it follows that  ⊢     ⌜   ⌝         . But from 

Löb’s theorem it follows that  ⊢      , or that T is inconsistent. Thus, if T proves its own 

consistency then it is in fact inconsistent. 

Summary of the Argument 

 All recursive functions can be represented in Q (and its extensions) 

 Diag is a recursive function, so it can be represented in Q 

 Diag allows a theory to make self-referential statements about any formula, so Q (and 

extensions) can make self-referential statements about any formula in them 

 Since any formula in Q can make self-referential statements, we can construct 'liar-like' self-

referential formulas which are true iff they are not true 

 Tarski: As such, truth is not expressible in Q (and its consistent extensions), and any theory T 

that is an extension of Q cannot represent its own theorems 

 Any consistent, complete, deductively defined theory is decidable 

 Gödel 1: Since T is consistent and deductively defined (being a theory in Q), but we know that 

the set of theorems of T is not decidable, therefore T cannot be complete 

 Löb: If T can prove that the truth of A implies A, then T can also prove A 

 Gödel 2: From Lob's Theorem, it follows that if the truth of a contradiction is not provable, 

then the contradiction is provable, and so T is inconsistent. Thus any consistent extension of Q 

cannot prove its own consistency 

Final Random Points 
 Monadic predicate calculus: predicates can only have one argument. It is so weak that, unlike 

the full predicate calculus, it is decidable - there is a decision procedure that determines 

whether a given formula of monadic predicate calculus is logically valid (true for all nonempty 

domains). Adding a single binary relation symbol to monadic logic, however, results in an 

undecidable logic. 

 The completeness theorem applies to any first order theory: If T is such a theory, and ϕ is a 

sentence (in the same language) and any model of T is a model of ϕ, then there is a (first-order) 

proof of ϕ using the statements of T as axioms. One sometimes says this as "anything true is 

provable." 

 The incompleteness theorem is more technical. It says that if T is a first-order theory that is:    

Recursively enumerable, Consistent, and Capable of interpreting some amount of Peano 

arithmetic (typically, one requires the fragment known as Robinson's Q), then T is not 

complete, i.e., there is at least one sentence ϕ in the same language as T such that there is a 

model of T and ϕ, and there is also a model of T and ¬ϕ. Equivalently (by the completeness 

theorem), T cannot prove ϕ and also T cannot prove ¬ϕ. One usually says this as follows: If a 

theory is reasonable and at least modestly strong, then it is not complete. 

 


