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Bioinformatics Subject Notes 

Lecture 1: Introduction to Bioinformatics 
 Bioinformatics is an interdisciplinary field that develops methods and software tools for 

understanding biological data 

 Entrez is a search tool provided by the NCBI which provides access to a wide range of 

bioinformatics information and tools 

 Some search terms: 

o [tw] means text word 

o [au] means author 

o [orgn] means organism 

o [ecno] refers to EC number for enzymes 

o [gene] for gene results 

o [prot] for protein results 

Lecture 2: Sequence Alignments 
 Possibilities for an identified sequence: 

o Known, with known function 

o Known, with unknown function 

o Novel, but with known similar sequences of known function 

o Novel, but with known similar sequences of unknown function 

o Novel, no known similar sequences 

 BLAST stands for Basic Local Alignment Search Tool, and is an algorithm for performing 

pairwise comparisons between different sequences 

 Homology 

o Proteins or genes are defined as homologous if they can be said to have shared an 

ancestor 

o No such thing as percent homology, but there is percent similarity 

o Homology - descent from a common ancestor 

o Orthology - descent from a speciation event 

o Paralogy - descent from a duplication event 

o Xenology - descent from a horizontal transfer event 

o More than 25% amino acid identity is usually taken as decent evidence of homology 
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 Protein matching is usually more informative because amino acid sequence is more 

conserved than nucleotide sequence, however DNA matches are still useful for investigating 

non-coding regions, genome polymorphisms, or identifying cDNA 

 

 

 A global alignment (Needleman and Wunsch 1970) aligns all of two sequences, finding global 

(overall) similarity, while a local alignment (Smith and Waterman 1981) looks for regions of 

similarity, allowing sections of the text to be ignored 

 Local alignment is nearly always used in bioinformatics since genomes are enormous, we are 

only interested in local matches 
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 Protein alignments use substitution matrices to specify how likely it is one amino acid will 

mutate into another 

 One "PAM" corresponds to an average change in 1% of all amino acid positions. After 100 

PAMs of evolution, not every residue will have changed: some will have mutated several 

times, perhaps returning to their original state, and others not at all. Thus it is possible to 

recognize as homologous proteins separated by much more than 100 PAMs 

 

 Lower numbers indicate rare substitutions, while positive scores are found for functionally 

equivalent amino acids 
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 While dynamic programming methods are guaranteed to deliver optimal matches, they are 

far too slow to use on large databases. Instead FASTA and BLAST (faster still) are used, which 

make the assumption that close matches will have stretches of identical characters 

 Edit distance: a way of quantifying how dissimilar two strings (e.g., words) are to one 

another by counting the minimum number of operations required to transform one string 

into the other. Usually consists of insertion, deletion, and substitution penalties, and often 

an affine penalty for gaps (large penalty for opening a gap, smaller for extending) 

o BLASTN uses by default the following scoring: +1 for a match, -1 for a mismatch, -5 

to open a gap, and -2 for each nucleotide within the gap 

o BLASTP uses by default the BLOSUM62 matrix, with a gap opening cost of -11 and an 

extension cost of -1 

o The raw score is then normalised, to make it independent of the substitution matrix 

and the gap penalty used, and reported as a bit score – the higher the better 

 The expect value is the expected frequency of getting raw score S in the databank search, 

calculated as: 

 

 The closer E is to zero the better, usually 1e-4 is the minimal for considering a result 

interesting 

Lecture 3: Multiple Sequence Alignments 
 Purpose of performing alignments 

o To find homologues 

o To see if a homologue has an associated protein structure 

o To determine function 

o To determine evolutionary relationships 

 Multiple alignments are useful because the increase the accuracy of a purported alignment, 

and reveal additional patterns not obvious from only two sequences 

 An MSA arranges the characters to a maximum number in each sequence are matched, and 

then each column is scored by summing all possible matches, mismatches and gaps 

 CLUSTAL algorithm 

o Dynamic programming methods are impossible for MSA as they are far too 

expensive, so instead heuristic algorithms like CLUSTAL are used 

o CLUSTAL begins by pairwise alignment and scoring of all pairs 

o Based on this, a phylogenetic guide tree is built 

o Most closely related sequences are then aligned, and form a consensus. Then the 

next, etc. using DP. This is a progressive alignment  

o Generally results in a near-optimal alignment 

o Main problem is that if an early error occurs, it is preserved 
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o Major problem is the selection of an appropriate matrix for alignments consisting of 

divergent and closely related sequences 

o CLUSTAL W (weighted) assigns weights to a sequence dependent on how divergent 

it is from the two most closely related sequences 

 Systematics, an attempt to understand the interrelationships of living things 

 Taxonomy, the science of naming and classifying organisms (evolutionary theory not 

necessarily involved) 

 Phylogenetics is the field of systematics that focuses on evolutionary relationships between 

organisms or genes/proteins (phylogeny) 

 Phylogenetic trees 

o Two types of node- ancestral, which give rise to branches, and terminal 

o Can be rooted or unrooted 

o When constructing trees, it is often wise to use a sequence that is more divergent 

from all the other sequences, at which the tree can then be rooted (an outgroup) 

o Fully resolved trees are binary, with exactly two branches at each node 

 Methods for constructing trees 

o Distance matrix methods: for a set of species, determine for all pairs a similarity 

measure, choose the two most similar and add a node for them, then add the next 

most similar, etc 

o Neighbour joining: similar to distance matrix, but doesn’t assume all taxa have the 

same rate of evolution. Created an unrooted tree 

o Maximum parsimony methods: trees are constructed by searching all possible tree 

topologies, and looking for the one with the highest likelihood of producing the 

observed data 

o Bootstrapping is used to statistically validate trees, and involves slightly perturbing 

the data and testing the tree on that data – how often is a given node still there? 

Lecture 4: Genomics 
 Hierarchical versus shotgun sequencing methods 
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 In the human genome project, 3 million locations were identified where SNPs occur 

 Less than 2% of the genome actually codes for proteins 

 New work suggests that for every protein, 10 times that number of RNAs are made to 

control how genes blink on and off, depending on the cell type 

 

 Sanger sequencing 

o Amplifies DNA sequences 

o Primers anneal 

o dNTPs added as building blocks 

o Chain-terminating ddNTP labelled with fluorophore added to 4 separate reactions 

o DNA fragments separated by gel/capillary electrophoresis 
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 Next-gen sequencing 

o Rapid throughput and accurate output 

o No gel electrophoresis needed 

o Full genome is immobilized on a chip in fragments a few hundred bases long 

o All DNA fragments are simultaneously sequenced for faster detection 

o Economic only when very large numbers of different DNA sequences  

o In next decade, cost of NGS will decrease  patient profile 

o Illumina: HiSeq2500 and miSeq  

 A quality score is a prediction of the probabilities of an error in base calling. Measured by 

Phred quality score (Q score), which is the negative log arithm of a base error probability 

 

 De novo assembly usually based around de bruijn graphs, where reads are partitioned into k-

mers (substrings of the read sequence of length k), which form the nodes of the graph and 

are linked when sharing a k-1 mer 
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Lecture 5: Metabolomics 
 Metabolomics is the study of all the metabolites of a biological system in a given condition 

 Gas chromatography–mass spectrometry (GC-MS) is an analytical method that combines the 

features of gas-chromatography and mass spectrometry to identify different substances 

within a test sample 

 The gas chromatograph utilizes a capillary column which depends on the column's 

dimensions (length, diameter, film thickness) and phase properties 

 The difference in the chemical properties of different molecules in a mixture and their 

relative affinity for the stationary phase of the column will promote separation of the 

molecules as the sample travels the length of the column 

 The molecules then elute (come off) from the column at different times (called the retention 

time), and this allows the mass spectrometer downstream to capture, ionize, accelerate, 

deflect, and detect the ionized molecules separately 

 The mass spectrometer does this by breaking each molecule into ionized fragments and 

detecting these fragments using their mass-to-charge ratio 

 Combining the two processes reduces the possibility of error, as it is extremely unlikely that 

two different molecules will behave in the same way in both a gas chromatograph and a 

mass spectrometer 

 Therefore, when an identifying mass spectrum appears at a characteristic retention time in a 

GC-MS analysis, it typically increases certainty that the analyte of interest is in the sample 

 

 The output of the GC-MS is a series of mass/charge peaks (a Total Ion Chromatogram) at 

different time points, with each peak corresponding to a unique, but unknown compound 
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 The raw data must be processed to adjust the baseline noise levels, prune the list of 

detected peaks, and deconvolute close peaks 

 Peak alignment is also often necessary in order to align the same peaks, since elution times 

often differ slightly from one sample to the next 
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 Missing values (due to biological heterogeneity or threshold being set too high) need to be 

filled in (imputed) so as to avoid biasing the analysis 

 Data needs to be normalised to offset variance 

o Sample variance: divide each metabolite peak value by the sample weight 

o Biological variance: divide each metabolite peak value by the median of all 

metabolite peak values of the sample 

o Instrument sensitivity: divide each metabolite peak value by the peak value of the 

internal standard of the sample 

 Often data is log transformed to reduce heteroscedasticity across samples 
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 Once the data is prepared it can be analysed by many different techniques 

o Principal Component Analysis (PCA): reduces multi-dimensional space to show the 

behaviour of key variables 

o Hierarchical Cluster Analysis (HCA): clusters observations into similar groups 

o Partial Least Square Discriminant Analysis (PLS-DA) 

o Linear Discriminant Analysis (LDA) 

o Student t-test between control and test groups; need to control for multiple 

comparisons 

Lecture 6: Protein Sequence Analysis 
 Peptide bonds link amino acids 

 

 Ramanchandran plots show the angles in peptide bonds 

 

 In analysing a new protein one looks for similar sequences, known domains, motifs, and 

possible functional sites. Motifs often expressed as regular expression 
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 Further analysis can look for: 

o transmembrane regions 

o signal sequences 

o localisation signals 

o targeting sequences 

o glycosylation sites 

o hydrophobicity  

o amino acid composition 

o molecular weight 

o solvent accessibility 

o antigenicity  

 Hydropathy analysis performs a sliding window analysis of protein sequence to determine 

hydrophobic and hydrophilic regions. It is useful for identifying transmembrane sequences, 

with a window size of around 20 

 Prosite is the best tool for detecting likely post-translational modifications, known domains, 

proteolytic cleavage sites, epitopes, and possible active sites 

 SignalP is a tool for detecting secretion, both classically (due to the presence of a signal 

peptide 5-30 amino acids long, cleaved during secretion), or non-classically 
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 ICAM-1 is a cell surface glycoprotein on antigen presenting cells involved in cell adhesion 

o A study considered each peptide 20-30 amino acids long in the protein 

o Use structure prediction methods, hydropathy analysis and dot matrix alignment of 

homologous proteins to identify possible binding sites 

o Succeeded in producing a synthetic peptide that inhibited cell-cell adhesion 
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Lecture 7: Crystallography 
 Most proteins are soluble at physiological conditions, but as the concentration of solutes 

rises, the protein becomes less soluble, driving it to crystallize or precipitate. This 

phenomenon is known as "salting out” 

 Crystals form when a protein solution is slowly dehydrated (water is removed) under 

controlled conditions that favour the production of ordered crystal lattices rather than 

disordered aggregates (precipitates) 

 Crystals will only form when the solution is at a correct level of supersaturation. If the 

supersaturation is too small (metastable zone), the nucleation rate will be so slow that no 

crystals form in any reasonable amount of time. In the “labile” or “crystallization” zone, the 

supersaturation is large enough that spontaneous nucleation is observable. If the 

supersaturation is too large (in the precipitation zone), then disordered structures, such as 

aggregates or precipitates, may form 

 

 Large single crystals are best for crystallography, though many variants are possible 
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 Common crystal defects 

o Crystal twins are formed when two crystal lattices intersect making it difficult to 

collect X-ray data relating to a single lattice  

o Cusps or clefts in crystals occur when protein solution is depleted locally in a droplet  

o Crystalline aggregates are when multiple crystals form as clusters 

 

 Single crystals are isolated from drops and mounted into a capillary or “more commonly” a 

nylon loop. Capillaries are used for X-ray diffraction at ambient temperatures, while nylon 

loops are used for X-ray diffraction at low temperatures by cooling with liquid N2 or He 

 A cryoprotectant is typically added to prevent the formation of ice crystals which would 

interfere with the diffraction pattern of the protein crystal 
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Lecture 8: Protein Structure Analysis 
 Different forms of bonds keep proteins together 

 

 The conformation of the amino acid backbone is completely defined by the phi and psi 

angles of each amino acid. Most combinations of phi and psi are not allowed, while those 

that are allowed can be viewed in a Ramachandran plot 
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 Darwinian methods to predict protein structure use the fact that proteins evolved from a 

common ancestor will have a similar fold structure, while Boltzmann methods attempt to 

simulate the protein’s search through conformational space through the folding process 

 

 Structural Classification of Proteins (SCOP) classifies proteins by their structure 

o The main classes are all alpha, all beta, alpha/beta (alternating) and alpha + beta 

(segregating) 

o Folds: Major structural similarity, secondary structures in same arrangement, same 

overall topology 

o Families: clear evolutionary relationships with moderate to high sequence identities 

(eg: > 30% pairwise identity) 

o Superfamilies: probably common evolutionary origin but low sequence identities 

 Structure prediction methods 

o Secondary structure prediction: can sometimes recognise a homolog by a similar 

pattern of secondary structure 

o Homology modelling: generally the most accurate. Requires a homolog with known 

structure and a decent alignment; need to validate Ramachandran plot, look for 

clashes or buried polar residues 

o Fold recognition: use an algorithm to generate a putative fold, then scan the 

database to see if it has been identified 

o De novo prediction: prediction from primary sequence only, not very accurate 
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Lecture 9: Molecular Simulation 
 Molecular dynamics treats proteins as classical objects 

 

 Energy specified by a forcefield with various terms 

 

 The parameters for such forcefields are typically obtained from infrared spectroscopy (for 

spring constants), X-ray diffraction studies (for angles and bond lengths), and quantum 

mechanical calculations 

 Advantages  

o Molecular mechanics calculations are fast and can easily deal with large molecules 

containing many thousands of atoms (e.g. proteins or DNA)  

o Calculations can be accurate if the atomic interactions are described carefully  

o Most applicable to drug design methods  

 Disadvantages  

o Requires a detailed description of each atom-atom interaction (forcefield 

parameters)  

o Molecular mechanics does not provide information about orbitals, UV spectra, etc  

o Cannot model the making or breaking of bonds 
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 Conotoxin example 

o Nicotinic Acetylcholine Receptor is a ligand-gated ion channel found in neurons, and 

associated with a variety of psychological disorders 

o Conotoxins are short peptide toxins derived from Conus snails which selectively 

inhibit nAChR subtypes  

o A conotoxin was modified in several amino acid positions, and molecular simulations 

used to determine which modification bound to the receptor and why others did not 

o Toxin contact with Cys-Cys was thought to be important for inhibition 
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Lecture 10: Molecular Modelling 
 Molecular modelling is the process of building models of molecules in order to understand 

their structure and behaviour 

 Structure-based drug design using a receptor structure from X–ray  

 Ligand-based drug design using the structure of ligands that bind to a given site  

 Molecular docking 

o Molecular docking is a technology that attempts to predict how drugs bind to 

proteins  

o Protein structure must be known (e.g. from X-ray or NMR studies)  

o Uses a molecular mechanics method (fast)  

o Can be used to (virtually) screen large numbers of compounds 

o Limitations include ignoring solvent and using a rigid protein model, as well as the 

usual limitations with forcefields 

 Homology modelling 

o Protein homology models are constructed using a structurally related protein (or 

proteins) as a template  

o Homology models can be quite accurate if the template is closely related in 

structure  (<60% identity) 

o Conversely, homology models are likely to be poor if the template protein is 

distantly related (<30% identity), but conserved regions may be accurate 

o However even poor models might provide useful information in some cases (e.g. for 

design of experimental studies such as mutagenesis) 

 Alisken example 

o Angiotensin II is a peptide that acts on receptors present in blood vessels and causes 

constriction, and leading to high blood pressure 

o Drugs have been developed to inhibit the enzyme rennin involved in this pathway 

o Ciba Geigy began designing the next generation of renin inhibitors using 3D protein 

structural information 

o Homology models were built, and the drug developed by determining what would 

bind to the enzyme and inhibit its function, considering such factors as the number 

and arrangement of hydrogen bonds 

 

 
 


