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Artificial Intelligence 

Intelligent Agents 

Four Definitions of AI 
 Thinking like a human 

 Thinking rationally 

 Acting like a human 

 Acting rationally 

Agent Model 
 Percepts/observations of the environment, made by sensors 

 Actions which may affect the environment, made by actuators 

 Environment in which the agent exists 

 Performance measure of the desirability of environment states 

Types of Agents 
 Simple reflex agents: actions determined solely by percepts in condition/action rules 

 Model-based reflex agents: actions determined by the output of an internal model, which is 

updated on the basis of perceptual inputs. Useful for partially observable environments 

 Goal-based agents: actions based on comparing the outcomes of different actions and how 

they will impact on achieving the goal state 

 Utility-based agents: actions determined by comparing the utility at each state following 

different actions, and selecting the one with the highest expected utility 

Environment Types 
 Observable: percept contains all relevant information about the world 

 Deterministic: current state of the world plus agent's action uniquely determines next state 

 Episodic: only the current (or recent) percept is relevant 

 Static: environment doesn’t change while the agent is deliberating 

 Discrete: finite number of possible percepts/actions 

Problem Formulation 
 Initial state: where one begins 

 Actions: a set of possible actions available to the agent 

 Goal test: how to determine if the new state matches the desired goal criteria 

 Path cost: some way of calculating the cost of the current state if chosen as a solution 

 Solution: a sequence of actions terminating at the goal state 
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Uninformed Search 
Uninformed strategies use only the information available in the problem definition. 

Breadth-first search 
 Expand shallowest unexpanded node first 

 Implemented by placing successor nodes at the end of a queue after expanding their parent 

node 

 

Uniform-cost search 
 Expand least (total cumulative) cost unexpanded node 

 Implemented by inserting new nodes in queue in order of increasing path cost after 

expanding parent node 

 

Depth-first search 
 Expand deepest unexpanded node 

 Implemented by placing successor nodes at the front of a queue after expanding their 

parent node 
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Depth-limited search 
 Depth-first search with a maximum depth limit   

 Implement a condition to immediately terminate search after cutoff reached 

 If the search space has a branching factor b = 1 and a large solution depth N, then depth-first 

search will reach the goal in N steps, whereas iterative deepending will require 1 + 2 + 3 + ... 

+ N steps = O(N2) 

 

Bidirectional Search 
 Search simultaneously forwards from the start point, and backwards from the goal, and stop 

when the two searches meet in the middle 

 Wwe need to check whether the frontier or fringe of the forward and backward search trees 

overlap so that we know when to stop. At least one side needs to use breadth-first search in 

order to maintain this frontier. 
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Informed Search 
Uses a heuristic evaluation function      which, in general, may depend on the description of node 

 , the description of the goal, the information gathered by the search up to that point, and most 

important, on any extra knowledge about the problem domain. Nodes are expanded in order of 

decreasing desirability, as rated by the evaluation function. 

Greedy Search 
 Evaluation function is given as an estimated distance from the current node to the goal 

 Greedy search first expands the node that appears to be closest to goal 

 

A* Search 
 Evaluation function is equation to the cost to reach   plus the estimated cost from   to the 

goal:                

 g(n) = cost so far to reach n (path cost) 

 h(n) = estimated cost to goal from n 

 f(n) = estimated total cost of path through n to goal 

 A* search uses an admissible heuristic            where       is the true cost from   to 

the goal state. 
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Admissible Heuristics 
 A heuristic function is admissible if it never overestimates the cost of reaching the goal 

 If              for all n (both admissible) then    dominates    and is better for search 

 Admissible heuristics can often be derived from the exact solution cost of a relaxed version 

of the problem - e.g. allow tiles to move anywhere 
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Hill-Climbing 
 In many optimization problems, path is irrelevant; the goal state itself is the solution 

 In such cases, can use iterative improvement algorithms; keep a single “current” state, and 

simply try to improve it - forget about the sequence of moves to get there 

 A good example is the n-queens problem: just start with a configuration and just keep 

making moves that reduce the number of clashes 

 Problem: depending on initial state, can get stuck on local maxima 

Adversarial Search 
Used in a competitive environment when one is facing an 'unpredictable' opponent. In a zero-sum 

game with 2 players, each player’s utility for a state is equal and opposite. 

Minimax 
 A strategy relevant for two-player zero-sum games, covering cases where players take 

alternate moves 

 A value is associated with each position or state of the game. This value is computed by 

means of a position evaluation function and it indicates how good it would be for a player to 

reach that position 

 The player then makes the move that maximizes the minimum value of the position resulting 

from the opponent's possible following moves 

 If min plays suboptimally, the outcome for max can only be the same or better. However, if 

min's suboptimal policy is known, we can devise an appropriate policy for max 
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Alpha-beta Pruning 
 An algorithm to reduce the number of leaf nodes that must be evaluated in minimax search 

by removing nodes that cannot possibly affect the result 

 The algorithm maintains two values, alpha and beta, which represent the maximum score 

that the maximizing player is assured of and the minimum score that the minimizing player 

is assured of respectively 

 It can happen that when choosing a certain branch of a certain node the minimum score 

that the minimizing player is assured of becomes less than the maximum score that the 

maximizing player is assured of (beta<=alpha) 

 If this is the case, the parent node should not chose the this node, because it will make the 

score for the parent node worse. Therefore, the other branches of the node need not be 

explored 

 The algorithm works best when the best alternatives are evaluated first, as then the 

maximum number of branches are pruned 
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Resource Limits 
 Cutoff test: apply a depth limit to how many nodes down are expanded so search doesn't 

take too long in competitive environment 

 Apply informed search techniques to expand more promising nodes first (evaluation 

function) 

Nondeterministic Games 
 As depth of tree increases, probability of reaching a given node shrinks, so the value of 

lookahead is diminished; thus α–β pruning is much less effective 

 Combinatorial explosion also becomes a problem, as the number of possible outcomes and 

all their associated probabilities becomes very large 

 Exact value associated with payoffs does matter in nondeterministic case 
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Improving the Evaluation Function 

Parameter Weights 
 Many design decisions need to be fine-tuned in game playing agents, in particular the 

parameter weights of the evaluation function 

 These parameters can be adjusted automatically via machine learning techniques 

 This could be useful, for example in deciding which nodes to expand first in    -pruning 

 

Book Learning 
 Book learning consists of preset sequences of optimal moves in particular situations 

 Often useful for opening and endgames when the search tree is more constrained 

Supervised Learning 
 Assume evaluation function is a weighted sum of certain board parameters: 

                                             

 In supervised learning, we are given a training set of examples where each training example  

comprises a vector of inputs along with the desired output 

 In the case of learning the weights for our evaluation function, each training example 

consists of a set of board features       and the corresponding final true utility associated 

with this set of features        

 The aim is to learn a set of weights             so that the actual output   

          closely approximates the desired (true) output        on the training examples, 

and hopefully on new states as well 

 Learning can be done by learning from labelled examples (expensive), playing against a 

skilled opponent, or playing the agent against itself 

Gradient Descent Learning 

 Gradient descent learning uses a quadratic error function:   
 

 
                 

 
  

 The weight update rule derives simply from minimising this error with respect to the weights: 

  

   
 

  
 
                 

 
 

         

         

   
 

  

   
                  

         

   
 

 The update rule thus becomes: 

                     
         

   
 

 We repeatedly update the weights based on each example until the weights converge 

 Generally lower   over time in order to reach stable values 
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Temporal Difference Learning 
 Temporal Difference (TD) learning is for multi-step prediction e.g. predict Saturday’s 

weather based on Monday’s weather, then update prediction based on Tue’s, Wed’s 

 The basic idea is to update weights to reduce differences in rewards predicted at different 

levels in search tree: good functions should be stable from one move to next 

 The update rule is: 

        
         

   
                           

   

   

 

   

   

 

 Where   is the learning rate, and   is the forgetting parameter (between 0 and 1), which 

weights each temporal difference according to how 'long ago' it was 

Constraint Satisfaction Problems 

 

Types of Constraints 
 Unary constraints involve a single variable 

 Binary constraints involve pairs of variables 

 Higher-order constraints involve 3 or more variables 

 Preferences (soft constraints), often represented by a cost for each variable assignment 

Incremental Search 
 Initial state: the empty assignment, ∅ 

 Successor function: assign a value to an unassigned variable that does not conflict with 

current assignment ⇒ fail if no legal assignments 

 Goal test: the current assignment is complete 

 Every solution appears at depth   with   variables, so use depth-first search 

 Problem: with   variables and max variable domain size (num possible values) of  , the 

number of leaves is     , which is totally intractable 

 This arises because at the first node the branching factor is    because we can assign any 

value to any node. At the next level the branching factor is       , and so on 
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Backtracking Search 
 This is a smarter version of incremental search, which incorporates the fact that variable 

assignments are commutative (order is irrelevant) 

 This means that the algorithm need only consider a single variable assignment at each node, 

thereby reducing the number of leaves to    (the total number of possible assignments) 

 The algorithm backtracks when a variable has no legal values left to assign 

Improving Backtracking Efficiency 
 Minimum remaining values: choose the variable with the fewest legal moves 

 Degree heuristic: for variables with the same number of legal moves, choose the one that 

places the most constraints on the remaining variables 

 Least constraining value: given a variable to set, choose the value that places the least 

constraints upon other variables (min conflicts) 

 We should choose the most constrained variable because it is the variable that is most likely 

to lead to failure, and it is better to fail and backtrack sooner rather than later. We should 

choose the least constraining value because it minimises the number of likely future conflicts. 

Forward Checking 
 Keep track of remaining legal values for unassigned variables 

 Whenever a variable X is assigned, check all variables Y connected to X by a constraint and 

delete from Y’s domain any value that is inconsistent with the value chosen for X 

 Terminate search and backtrack when any variable has no legal values 

 The difference between forward checking and arc consistency is that the FC only checks a 

single unassigned variable at time for consistency, while AC also checks pairs of unassigned 

variables for mutual consistency 

 

Arc Consistency 
 This is a more advanced version of forward checking, again done after each variable 

assignment 

 Rather than merely checking that remaining legal values are present for each variable, arc 

consistency also eliminates values that conflict with other variables 

 X -> Y is consistent iff, for every value x of X there is some allowed y 

 Every time a value is eliminated from a variable, that variables neighbours need to be 

rechecked, and the process is iterated until no arc inconsistencies are found 

 Arc consistency detects failure earlier than forward checking, and is         
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Tree-structured CSPs 
 If the constraint graph has no loops (i.e. it is a tree), the CSP can be solved in        time 

 
 To apply this algorithm: 

o Choose a variable as root, order variables from root to leaves such that every node’s 

parent precedes it in the ordering 

o From n down to 2, apply MakeArcConsistent (Parent(  ),   ) 

o From 1 to n, assign    consistently with Parent(  ) 

 A variant of this is called cutset conditioning. It is used when he graph is not a tree, but is 

nearly a tree 

 Cutset conditioning instantiates (in all ways) a set of variables such that the remaining 

constraint graph is a tree 
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Min-Conflicts Heuristic 
 Given an initial assignment of values to all the variables of a CSP, the algorithm randomly 

selects a variable, then changes its value to the one that minimizes the number of conflicts. 

If there is more than one value with a minimum, it chooses randomly 

 This process of random variable selection and min-conflict value assignment is iterated until 

a solution is found or a pre-selected maximum number of iterations is reached 

 Min-Conflicts solves the N-Queens Problem by randomly selecting a column from the Chess 

board for queen reassignment. The algorithm searches each potential move for the number 

of conflicts (number of attacking queens), shown in each square 

 Remarkably, this algorithm's run time for solving N-Queens is independent of problem size, 

solving the million-queens problem on average of 50 steps 

 

Uncertainty 

Why Uncertainty? 

 Partial observability, expensive to collect more 

 Noisy sensors 

 Uncertainty of outcome of actions 

 Uncertain actions of other agents 

Ways of Handling Uncertainty 
 Nonmonotonic logic: new information can reduce what is known "e.g. if things go wrong…" 

 Rules with confidence factors: can lead to strange causal claims 

 Probability theory: assign numbers to outcomes that add to one 

 Fuzzy logic: uses degrees of truth 

Probability Space 
 Set of possible outcomes   with events         

 Probability defined such that            and        

 A random variable is a function from sample points to some range, e.g. the reals or Booleans 

 Propositional or Boolean random variables: Cavity (do I have a cavity?) 

 Discrete random variables (finite or infinite): Weather                            

 Continuous random variables (bounded or unbounded): Temp = 21.6 

Probability Distributions 
 Probability distribution gives values for all possible assignments of random variables 

 Joint probability distribution for a set of RVs gives the probability of every atomic event on 

those RVs, thereby fully specifying that domain 
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Inference by Enumeration 
 General idea: compute distribution on query variable by fixing evidence variables and 

summing over hidden variables 

 Typically, we are interested in the posterior joint distribution of the query variables Y given 

specific values e for the evidence variables E 

 The hidden variables are just any other variables in the joint distribution that are not directly 

observed, and are not the query variables 

 The idea is to calculate the probability distribution for the query variable conditioning on the 

evidence variables and marginalising over the hidden variables 

 The time complexity of this process if       with   variables with largest of them having   

possible values 

 

 

Conditional Independence 
 Very useful for reducing the size of the search space 

 Unfortunately, absolute independence is rare. More common is conditional independence 

 In most cases, the use of conditional independence reduces the size of the representation of 

the joint distribution from exponential in n to linear in n 
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The Chain Rule 

 

Bayesian Networks 

The Basic Idea 
 Bayesian networks are a simple, graphical notation for conditional independence relations 

 They thus are also a compact way to specify full joint distributions 

 A network consists of a set of nodes, one per variable; a directed, acyclic graph where each 

link roughly corresponds to “directly influences”, and a conditional distribution for each 

node given its parents 
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Semantics 
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Constructing Bayesian Networks 
 The first step is to choose an ordering of variables 

 Assessing conditional probabilities is hard in noncausal directions, so the ordering of 

variables should be done such that it reflects causal relationships 

 Add each variable to the network in its turn, and then add its parents such that: 

                                  

 This method guarantees that the global semantics specify the joint distribution: 

                           

 

   

 

                             

 

   

 

 

Inference by Enumeration 
 This is a method for answering queries about unknown variables based on the values of 

certain observed variables 
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 The first step is the go 'backwards' from the query to the full joint distribution: 

         
        

      
 

           

                        

  

 

 The next step is to rewrite the full joint distribution as a product of conditional distributions: 

                        

  

 

                        

  

 

                            

  

 

                                

  

 

                                        

  

 

 This calculation can be performed for   and   , thereby allowing us to find   by simple 

normalisation 

Inference by Variable Elimination 
 This is a faster way to evaluate query probabilities which avoids recomputing the same value 

many times 

 The idea is to carry out summations right-to-left, storing intermediate results (factors) to 

avoid recomputation 

 In this example evaluated constants are represented by    for some variable   

                                        

  

 

                              

  

 

                        

 

 

               

             

                     

Irrelevant Variables 
 These are variables which make no difference to the final query probability 

 A hidden variable Y is irrelevant unless                     , where   are query 

variables and   are evidence variables 
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Auction Theory 

Mechanism Design 
 Mechanism design is the problem of how to design a ”game” that results in maximising a 

global utility function in a multi-agent system, given that each agent pursues their own 

rational strategy 

 An auction takes place between an auctioneer agent, who allocates a good or service among 

a set of agents called bidders 

 A mechanism for an auction consists of three main components: a language to describe the 

possible strategies available to an agent, a protocol for communicating bids from bidders to 

the auctioneer, and an outcome rule used by the auctioneer 

Dimensions of Auction Protocols 
 Winner determination: which bidder wins, and what do they pay? 

o First-price auctions bidder with highest bid is allocated the good 

o Second-price auctions bidder with highest bid wins but pays the price of the second 

highest bidder 

 Knowledge of bids: who can see the bids? 

o Open-cry every bidder can see all bids from all other bidders 

o Sealed-bid bidder can see only its own bids, not those of other bidders 

 Order of bids: in what order can bids be made? 

o One-shot each bidder can make only on bid 

o Ascending each successive bid must exceed the previous bid 

o Descending auctioneer starts from a high price, which is progressively lowered 

 Number of goods: How many goods are for sale? 

o Single good only one indivisible good is for sale 

o Many goods many goods are available in the auction, so bids can include both the 

price and number of goods wanted by the bidder, known as a combinatorial auction 
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Desirable Properties of an Auction 
 Efficient: The goods go to the agent who values them the most 

 Discourage collusion: The auction mechanism should discourage illegal or unfair agreements  

 Dominant strategy: There exists a dominant strategy for bidders 

 Truth-revealing: The dominant strategy results in bidders revealing their true value 

Types of Auctions 
 English auction (ascending-bid) 

o Properties: first-price, open-cry, ascending auction 

o Dominant strategy: keep bidding in small bids while the current cost is below your 

utility value for the good 

o Analysis: efficient is reserve is realistic, can suffer from winner's cure, potentially 

susceptible to collusion or dummy bidders 

 Dutch auction (descending-bid) 

o Properties: first-price, open-cry, descending auction 

o Analysis: efficient is reserve is realistic, can suffer from winner's cure, potentially 

susceptible to collusion or dummy bidders, cheap and easy to conduct 

 First-price sealed-bid auction 

o Properties: first-price, seal-bid, one-shot auction 

o Dominant strategy: bid less that your true value v, but how much less depends on 

other agents’ bids  

o Analysis: harder to collude, simpler but may not be efficient, often used for tender 

bids for government contracts 

 Vickrey auction:  

o Properties: second-price, sealed-bid 

o Dominant strategy: bid your true valuation 

o Analysis: efficient and less subject to winner's curse, truth-revealing, hard for 

collusion, but somewhat more complicated for human bidders, though online 

iterations can be vulnerable to sniping 

Google AdWords 
 Google sells advertising space on their results web page by using auctions 

 The ”good” to be sold is the space on the results web page for your search 

 The ”bidders” are advertisers who have a product or service that is relevant to your interests, 

based on your search query 

 When you type your query, bidders are found based on your search terms, and a Vickrey 

auction is held in real time, with the winner having their ad displayed along with the results 
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Robotics 

Effector Degrees of Freedom 
 Effectors are physical devices such as arms, legs, wheels, etc, which exert physical forces on 

the environment and thus enable a robot to move and interact with objects 

 The number of independent directions a robot or one of its effectors can move in is known 

as its degrees of freedom 

 The number of degrees of freedom is the number of values one needs to specify in order to 

completely determine the physical state (position, pose, etc) of the robot 

 A non-holonomic robot is one with more effective degrees of freedom  than controllable 

degrees of freedom - these are harder to control 

 Most mobile robots are non-holonomic as they are simpler to design and repair 

 

 

Sources of Uncertainty in Motion Actions 
 Slippage 

 Inaccurate joint encoding 

 Rough surfaces 

 Obstacles 

 Effector breakdown (injuries) 

 All these errors accumulate without bound, hence the need for sensory feedback 

Types of Sensors 
 Range finders: sonar, laser range finder, radar, tactile sensors, GPS 

 Imaging sensors: cameras (visual, infrared) 

 Proprioceptive sensors: shaft decoders, inertial sensors, force sensors, torque sensors 

Localization 
 Sensor Model: Use observation       of landmark at       to estimate state    of robot 

 Motion Model: Update state using its movements, e.g.              
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 Particle filtering: Start with random samples from uniform prior distribution for robot 

position, then update likelihood of each sample based on current sensor measurements, and 

finally resample according to updated likelihoods 

 

 

Mapping 
 Localization: given map and observed landmarks, update pose distribution 

 Mapping: given pose and observed landmarks, update map distribution 

 Simultaneous Localization and Mapping (SLAM): given observed landmarks, update pose and 

map distribution 

 Use incremental form of Bayes' Law to update position based on successive sensor 

measurements (assuming independence) 

 

Motion Planning 
 Given current location, location of obstacles and a destination, how to construct a path to 

get there? 

 Idea: plan in configuration space defined by the robot’s degrees of freedom 

 Accessible regions within configuration space are known as free space, and regions 

inaccessible due to obstacles or other constraints are known as occupied space 

 One problem is that degrees of freedom are usually continuous, so we first need to 

discretise them 
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Cell Decomposition 
 Divide up space into simple cells, within which the problem is simple to solve (e.g. travel 

along a straight line) 

 Problem: what to do with cells that overlap the free/occupied space boundary? 

 In such cases the method will be either unsound (some solutions won't actually work) or 

incomplete (some actions deemed impossible will actually have a solution) 

 One solution is to further subdivide overlapping cells until a path using onto completely free 

cells is found 

 

Skeletonization  
 Skeletonization: identify finite number of easily connected points/lines that form a graph 

such that any two points are connected by a path on the graph 

 Voronoi diagram: locus of points equidistant from obstacles. Robot moves in a straight line 

in configuration space onto the Voronoi graph, moves along it until it is near the destination, 

then moves off it again. Problem thus reduces to finding shortest path along the graph 

 Problems: hard to apply to higher dimensional spaces, paths can be inefficient when 

obstacles are few, and Voroni path can be difficult to compute 

 Probabilistic roadmap: generating random points in configuration space and keeping only 

those in freespace. Create graph by joining pairs by straight lines. Need to generate enough 

points to ensure that every start/goal pair is connected through the graph 

 Problems: can be incomplete if initial points are poorly placed 
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