
Quantitative Methods 

Section 1: Statistical Methods 

1.1 Obtaining Data 

Two Types of Statistics 

 Descriptive statistics: methods of organising, summarising and presenting data in a convenient and 

informative form, using either graphical or numerical techniques 

 Inferential statistics: a body of methods for drawing conclusions about an entire population from a 

small subset of that population 

Key Statistical Concepts 

 Population: the group of all items (or data points) of interest in a particular problem 

 Parameter: a descriptive measure of a population 

 Sample: a representative selection of a population that is examined to gain statistical information 

about the whole  

 Statistic: a descriptive measure of a sample 

 Variable: a characteristic of a population or sample that is of interest (i.e. a parameter or statistic) 

 Statistical inference: process of making an estimate or conclusion about a population parameter 

based on a sample statistic 

 Confidence level     : the proportion of times a statistical inference technique will be correct 

 Significance level    : the proportion of times a statistical inference technique will be wrong 

Types of Data 

 Data: the actual observed values of a variable (information from sample or population) 

 Numerical data: data that comes in the form of meaningful, real numbers, on which can be used all 

statistical techniques (e.g. temperature measurements, heights of people, ages of people) 

 Nominal data: data that comes in the form of assignment into one of several categories, upon 

which no statistical techniques can be used aside from counting the occurrences of different 

categories (e.g. voter preferences, country of birth, rock classification) 

 Ordinal data: nominal data that can be ranked. As assigning any numerical values to such ranked 

categories is arbitrary, the only statistical techniques that should be used on ordinal data are those 

related to the order of the data (e.g. horse race positions, Mohs scale of mineral hardness) 

 Can treat higher data as lower data, but not visa-versa 

Two Categories of Data 

 Cross-sectional data: data collected from a number of units at the same time, usually a random 

sample, no natural ordering, data are not related to or affected by other data 

 Time-series data: measurements of only one unit of data at successive points in time, likely to be 

correlated as later values depend on earlier ones, natural ordering according to time 

1.2 Graphing Data 

Frequency Distribution 

 To construct a frequency distribution, data is divided into non-overlapping classes covering the 

complete range of observations 



 The frequency distribution itself is a tabulation of these class intervals, along with the number (or 

proportion) of observations fitting within each interval 

 The number of size of intervals can be chosen arbitrarily, but some good guidelines are as follows: 

 Number of classes (K) = 1 + 3.3 log10number of measurements (n) 

 Class interval width = largest value – smallest value / number of classes 

Histograms 

 A histogram is a graph of a frequency distribution 

 It can be viewed as an estimate of a probability distribution used to describe a population 

 The histogram allows one to see at a glance what values occur and how frequently they occur, 

which information is difficult to extract from a column of the raw data 

 For easier comparison, histograms are often converted into relative frequency histograms by 

dividing each class frequency by the total number of observations 

Histogram Properties 

 Symmetry: can the histogram be divided down the centre into equal sides 

 Skewness: is there a ‘long tail’ extending in either direction 

 Positively skewed: ‘long tail’ extends to the right; mean exceeds median, median exceeds mode 

 Negatively skewed: ‘long tail’ extends to the left; mode exceeds median, median exceeds mean 

 Multimodal: a histogram with two or more modal peaks 

Other Diagrams 

 Frequency polygon: a point is plotted at the midpoint of each column on a histogram, and then all 

these points are connected by a line 

 Cumulative relative frequency distribution: the frequency of each class is added to the frequency of 

all previous classes 

 Ogive: a line graph representing a cumulative relative frequency distribution 

 Steam and leaf display: first one or two digits of observations are separated from the rest, and 

placed in order down a column; each is then paired with all ‘leaves’ corresponding to that stem 

 Line chart: used for time-series data when change in variable over time is emphasised 

 Bar chart showing change over time: used to emphasise relative size of variable over time 

Two Variables 

 The relationship between two variables is plotted using a scatter plot 

 Dependent variable = Y 

 Independent variable = X 

 Relationship can be positive or negative, linear or non-linear, strong or weak 

Graphical Excellence 

 Graph presents large data sets concisely and coherently 

 The key ideas and concepts are understood by the reader 

 The graph encourages the reader to compare two or more variables 

 The display highlights the substance of the data rather than the form of the graph 

Graphical Deception 

 Graph without a scale on one axis 

 Emotive or swaying captain 

 Expressing absolute rather than percentage changes 



 Compressing, truncating or stretching any of the axes 

 Varying the width of bar graphs in proportion to height 

1.3 Describing Data 

Measures of Central Location 

 Mean = sum of observations ÷ number of observations = 
 

 
   
 
     

 For samples: n = total number of measurements,    = mean 

 For populations: N = total number of measurements, µ = mean 

 Mode = the value of a set of measurements that occurs most frequently; usually more useful to 

consider which is the largest modal class, otherwise the mode could be anywhere 

 Mean is useful for determining the overall average value or performance of something, while 

median is more useful for comparing any one value within the sample for population with the 

‘typical’ value 

 Nominal data do not have any centre, so calculating the median would be meaningless 

 Similarly, calculating the mean of ordinal or nominal data is not valid 

Measures of Variability 

 Highly variable data are more spread out than less variable data 

 Range is simple, but tells us about only two observations 

 Variance is the average squared deviation of each value from the mean 

 Because variance is expressed in units squared, standard deviation is simply the square root of the 

variance, and expressed in units 

 s2 = sample variance 

 s = sample standard deviation 

 σ =population variance 

 σ2 =population standard deviation 

 The coefficient of variation (CV for population, cv for sample) is equal to the standard deviation 

divided by the mean; often expressed as percentage of mean:         

 The coefficient of variation normalises the standard deviation relative to the mean, so that we can 

compare standard deviations in different samples 

What does Standard Deviation tell us? 

 If the histogram is roughly ‘normal’ in shape, we can use the empirical rule: 

 68% of data will fall within 1s 

 95% of data will fall within 2s 

 99.7% of data will fall within 3s 

 Thus, the approximate standard deviation will be: 
     

 
 

 If the population is not normal, we can use Chebyshev’s theorem to give lower-bound estimates 

 CT:   –  
    for k > 1, where k = number of standard deviations 

 At least 75% of data within 2s 

 At least 89% of data within 3s 

Measures of Relative Standing 

 The pth percentile is the value below which p% of the observations will fall 

          
 

   
                            

 Interquartile range = Q3 – Q1 



 A box plots tells us the maximum and minimum values, and the first, second and third quartiles 

 Outliers are unusually large or unusually small values in a sample 

 Box plots and percentiles can also be calculated for ordinal data 

The Covariance 

 Covariance measures the degree to which two variables move together 

 Covariance is the average of the product of the deviation of each successive x value from the x 

mean and each successive y value from the y mean:  

          
 

   
               

 

   
 

 

   
            

 
     

 The covariance relates to the number of data point in the various quadrants, as defined by the x 

axis passing through x-bar and the y axis passing through y-bar 

 Point in quadrants 1 and 3 will be positive; when most points are in these two quadrants, the two 

variables move together in a linear fashion 

 A positive covariance indicates positive correlation, negative covariance negative correlation 

 A covariance of zero means either that the two variables are unrelated, or that they have a non-

linear relationship 

Coefficient of Correlation 

 The coefficient of correlation (ρ in population, r in sample) is the covariance divided by the multiple 

of the means of the two variables; it tells us the relative strength of correlation 

   
        

    
 

 The coefficient of correlation is always between +1 and -1 

 It is possible to estimate the mean and variance of a sample when only class frequencies are given 

by assuming that each value in every class is equal to the midpoint of that class 

 One need then only multiply each class frequency by its midpoint, sum all the results and divide the 

answer by n, to find the mean 

Section 2: Probability Distributions 

2.1 Probability Review 

Events 

 An event is a set of outcomes (a subset of the sample space) to which a probability is assigned 

 For example, if we assemble a deck of 52 playing cards and no jokers, and draw a single card from 

the deck, then the sample space is a 52-element set, and each individual card is a possible outcome 

 In this case, possible events include: “The 5 of Hearts” (1 element in the set), “A King” (4 elements), 

“A face card” (12 elements), “A Spade” (13 elements), etc 

 The probability of an event is equal to the sum of the probabilities of all outcomes (all of the 

elements) contained within the event 

Rules of Probability 

 The complement of event A is the set of all outcomes in the sample space that do not belong to A 

 Intersection of A and B = an event consisting of all outcomes common to both A and B 

 Union of A and B = an event consisting of all outcomes in A or B or both 

 Pr(A) = 1 – Pr(Ā) 

 P(A U B) = P(A) + P(B) – P(A N B) 



Conditional Probability 

 Independence: Events A and B are said to be independent if the probability of A given B (or B given 

A), is the same as the probability of A (or B) 

 In other words, knowing that one of the events has occurred does not change the probability of the 

other event occurring 

 Mutually exclusive and independent events are not the same thing – in fact if events A and B are 

mutually exclusive, then Pr(A) given B or B given A must be zero 

 Thus any two events of non-zero probability that are independent cannot be mutually exclusive 

2.2 Basic Definitions 

Experiment and Outcomes 

 A random experiment is any process that results in one of a number of possible outcomes, which 

cannot be predicted with certainty in advance 

 Outcomes: all possible results of the experiment, usually stored in a sample space 

 A sample space is an exhaustive list of all possible outcomes of an experiment, all of which can be 

assigned a respective probability of occurring 

Random Variables 

 Random variable: a particular aspect of an experiment whose value is of interest to us, and is 

determined by the outcomes of the experiment (a population parameter or sample statistic) 

 The value of a random variable cannot be predicted before we actually conduct the experiment, 

but it can be described probabilistically 

Probability Distributions 

 Probability distribution: a collection of all possible values of a random variable and their respective 

probabilities of occurrence 

 The probability distribution of a discrete random variable can be a table, formula or graph that lists 

all possible values of the variable (our data), together with their associated probabilities 

 The probability distribution of a continuous random variable is described by a probability density 

function, f (x) 

 The probability P(a < X < b) is given by the area under the density function f (x) between a and b 

 Capital X denotes the variable, while lowercase x denotes a particular value of that variable 

Discrete vs Continuous 

 A discrete random variable has a countable, or countably infinite number of possible values 

 A continuous random variable has an uncountable, or uncountably infinite number of possible 

values 

Expected Value and Variance 

 The mean or expected value of a discrete random variable is a weighted average of its possible 

values. 

                
 
   , where K is the number of possible values our variable can take 

 The variance of a discrete random variable X is a weighted average of the squared deviation of each 

of its values from the mean. 

           
      

 

   
    

  

   
       

  



2.3 Binomial Distribution 

Definition 

 A Bernoulli experiment is an experiment with only two possible outcomes, usually called ‘success’ 

and failure’ (e.g. tossing a coin, boy or girl) 

 The binomial experiment is an experiment with a fixed number (where the number of repetitions, 

or trials, is denoted  ) of independent Bernoulli experiments 

 The binomial random variable is the number of successes in the   trials 

 The probability of success is denoted  , while the number of successes recorded is denoted   

 A binomial distribution is symmetrical when       

 To find the probability of each possible value of a binomial random variable, we need: 

o The probability of one sequence involving x successes and n - x failures 

o The number of different ways of getting a sequence with x successes and n-x failures 

Formulas 

 General formula for the binominal distribution: 

       
  

        
           

 

 The following formulas give us the mean and variance of the binomial distribution: 

        

         

           

 

 To obtain probabilities of X attaining a range of values, we can use the following rules in 

combination with the binomial tables: 

                      

                  

                       

 Excel command: ‘=BINOMDIST(x,n,p,FALSE)’; false gives single probability, true gives cumulative to 

that value of   

Example 

 Population: all transactions involving the purchase of groceries at supermarkets 

 Parameter: the percentage of abovementioned transactions made using credit cards 

 Sample: all of the transactions that we observe and obtain data on  

 Statistic: the percentage of all the transactions in the sample that are made using credit cards 

 

Experiment: observing a single transaction and recording the method of payment 

List of Outcomes of a single experiment (when    ): yes, no 

 

List of possible Outcomes/Sample Space when     

Event: 
    

no, no, no, no      

Event: 
    

yes, no, no, no no, yes, no, no no, no, yes, no no, no, no, yes   

Event: 
    

yes, yes, no, no yes, no, yes, no yes, no, no, yes no, yes, no, yes no, no, yes, yes no, yes, yes, no 



Event: 
    

yes, yes, yes, 
no 

yes, no, yes, 
yes 

yes, yes, no, 
yes 

no, yes, yes, 
yes 

  

Event: 
    

yes, yes, yes, 
yes 

     

 

Random variable ( ): the number of ‘yeses’ (for this example, suppose that      ) 

This random variable is a binomial random variable, because it fulfils the criteria of: 

 Having only two outcomes per trial – success and failure 

 Having independent trials 

 Having a fixed number of trials ( ) 

 

Probability distribution: see below, assuming       and     

 Pr(X=x) 
Event:     0.2401 
Event:     0.4116 
Event:     0.2646 
Event:     0.0756 
Event:     0.0081 

Calculation 

                                                

                                                     

       
  

        
           

       
  

        
               

 
  

 
           

        

2.4 Poisson Distribution 

Definition 

 The Poisson distribution models random variables which measure the number of successes within a 

set interval or specified region of the experiment (usually an interval of time or distance) 

 In a Poisson experiment, the number of successes in a particular interval must: 

o Be independent of the number of successes in any other interval 

o Be proportionate to the size of the interval 

o Be the same for equal-sized intervals 

o Approach zero as the size of the interval approaches 0 

 Poisson variables differ from binomial variables in that they refer to the number of successes within 

a set interval, rather than from a set number of observations 

 A Poisson table will show the cumulative probability that the number of successes is equal to or 

less than a given number (x), for a range of different means 

Formulas 

 General formula for the binominal distribution: 

       
     

  
 

 In the Poisson distribution,      



 To obtain probabilities of X attaining a range of values, we can use the following rules in 

combination with the Poisson tables: 

                      

                  

                       

 Excel command: ‘=POISSON(x,µ,FALSE)’; false gives single probability, true gives cumulative to that 

value of   

Example 

 Population: all years 

 Parameter: the percentage of years in which a recession begins 

 Sample: all of the years we observe and have economic data for 

 Statistic: the percentage of all the years in the sample in which a recession begins 

 

Experiment: observing a single decade and recording whether or not a recession occurs 

List of Outcomes: 1, 2, 3, 4, 5 … 

Random variable ( ): the number of recessions (for this example, suppose that    ) 

This random variable is a binomial random variable, because it fulfils the criteria of: 

 Having a fixed interval with a random number of events 

 The average number of events being proportionate to the size of the interval 

 The average number of events being the same for equal-sized intervals 

Probability distribution: see below, assuming     

 Pr(X=x) 
Event:     0.0498 
Event:     0.1494 
Event:     0.2240 
Event:     0.2240 
Event:     0.1680 
Event:     0.1008 
Event:     0.0504 
Event:     0.0216 
Event:     0.0081 
Event:     0.0027 

Calculation 

       
     

  
 

       
     

  
 

 
      

 
 

       

 

2.5 Bivariate Distribution 

Definition 

 The bivariate (or joint) distribution is used to study the relationship between two random variables  



 The probability that X assumes the value x, and Y assumes the value y is denoted: P(x,y) = P(X=x and 

Y = y) 

 P(X = x and Y = y) = P(X = x)   P(Y = y) if and only if X and Y are independent. 

 If they are not independent, then P(X = x and Y = y) = P(X = x|Y = y)   P(Y = y) 

 Marginal probabilities (so-called because they are written in the margins of a table) are calculated 

by summing down the columns and across the rows of our bivariate probability distribution table 

 Using the marginal probabilities, we can calculate the expected value and variance of both X and Y 

variables, which we can then use for calculating their covariance and correlation 

Formulas 

 The following formulas give us the mean and variance of the probability distribution of the sum of 

two variables: 

                 

                           

 The following formulas can be used to calculate the measures of association of our two variables: 

                        
          

 

  
        

    
 

Example 

Suppose we have two real estate agents, Xavier and Yvette.  

Let X = the number of houses sold by Xavier 

Let Y = the number of houses sold by Yvette 

 

Below is a probability distribution for x and y 

Note that in this case, we will have a separate experiment and sample space for each of the two random 

variables. When comparing them in a bivariate distribution, however, it is not necessary to mention them. 

 

 

y/x 0 1 2 y 

0 0.12 0.42 0.06 0.60 

1 0.21 0.06 0.03 0.30 

2 0.07 0.02 0.01 0.10 

x 0.40 0.50 0.10 1.00 

 

 

Calculation 

            

                        

         

     

 

            
      

Probability distribution 

Marginal Probabilities 

Outcomes Experiment (process of generating outcomes) 

Random 

Variables 



  
                                            

                                     

      

 

                        
          

 

                                                                 

                                                                

          

       

2.6 Normal Distribution 

Continuous Variable Basics 

 A continuous random variable can assume an uncountable number of values 

 In other words, Pr(X < 4) ≠ Pr(X ≤ 3) 

 Also, Pr(X < 4) = Pr(X ≤ 4), as Pr(X = 4) = 0 

 Because of this, it is impossible to list all possible outcomes; each possible outcome also has a 

probability of virtually zero 

 Instead, we calculate the probability that the random variable takes on any value within a defined 

range (e.g. Pr(a<X<b)) 

 To do this we use a probability density function; a line graph, the area under which equals one 

 We can find the probability of the random variable taking any value within a given range by finding 

the area under the function and within that range 

Normal Distribution Definition 

 A special type of probability density function is called the normal distribution 

 It is useful because it models many commonly observed phenomena, including incomes, heights, 

weights, etc 

 Normal distributions take the form of a bell-shaped curve, which can be defined by its mean and 

standard deviation 

 A given probability distribution is normally distributed if it can be described by the following 

formula: 

      
 

    
  

     
   
 
 
 

 

 As this formula is too complex to integrate, instead we convert all normal distributions into the 

standard normal distribution 

 The standard normal distribution (which uses the notation       ) is a standardised version of 

the normal distribution such that mean = 0 and variance = 1 

 In order to calculate probabilities for normal distributions, we first must use a formula to 

standardise them, and then use the pre-calculated standard normal tables 

Formulas 

 To convert from normal distributional to a standard normal distribution, the formula is: 

        
   

 
 

 Excel command: ‘=NORMDIST(a,mean,sd,TRUE)’ 



 Note that Excel gives Pr(X < a), while the tables give Pr(0 < X < a) 

 To find x value with excel given a probability, use ‘=NORMINV(prob,mean,sd)’ 

Example 

Suppose we have a continuous random variable that can be represented by a normal distribution 

probability density function. Suppose that the mean is 60 and the standard deviation is 8. 

Suppose we want to find the probability that the random variable falls between 40 and 70. 

                      

             
    

 
 
   

 
 
    

 
  

  
     

 
   

     

 
                 

                         

                        

               

        

Now suppose we want to go the other way. Suppose we want to find the 98th percentile of the standard 

normal distribution. Because the tables only measure the probability that   is between the mean and some 

other value, we must first alter our question to account for this fact.  

In this case, all we need to do is subject off everything to the left of the mean, 0.98 – 0.5 = 0.48, hence we 

now look for the point the probability of being between which and the mean is equal to 0.48. 

Our table does not contain every conceivable probability of course, so instead we simply look on the 

probability tables for the number as close to 0.48 as possible: 

           

Therefore we determine that 98% of values on the standard normal distribution are equal to or below 2.05. 

2.7 Exponential Distribution 

Definition 

 The exponential distribution is related to the Poisson distribution, in that it models time interval 

between events, rather than the number of events within a particular interval 

 The difference is that, while the Poisson measures the number of occurrences, the exponential 

distribution is models the time between events, or the time until next event 

 For this distribution, the mean is equal to the standard deviation 

 The Exponential distribution has no ‘memory’: if light bulb has been going for 250 hours, the mean 

lifetime of the bulb is still 300 hours 

 Exponential distributions are completely described by a single parameter,  , which is equal to 
 

 
. 

Formulas 

 A given probability distribution is exponentially distributed if it can be described by the following 

formula: 

               

 To obtain probabilities of X attaining a range of values, we can use the following rules: 



        
 
 
          

          
 
 
            

                            
           

 Excel command: ‘=EXPONDIST(x, ,TRUE)’; true gives Pr(X   x) 

Example 

Suppose a battery has a mean life of 20 hours. What is the probability it will last between 25 and 30 hours? 

Let X = number of hours the battery lasts. Therefore: 

                                   

     
 

  
   

  
         

 

  
   

  
    

     
      

  
       

      

  
   

                          

               

         

Section 3: Statistical Inference 

3.1 Theoretical Background 

Defining the Population 

 Population: all monthly telephone expenditures for every Australian household 

 Parameter: the mean value of monthly telephone expenditures (denoted  ) 

 Sample: all of the telephone expenditures that we examine and record  

 Statistic: the mean value of all recorded monthly telephone expenditures (denoted   ) 

Population Experiment 

Experiment: observing a single telephone bill and recording the amount 

Random variable ( ): the value of the monthly telephone bill of a single randomly selected household 

Outcomes: List of all possible outcomes for   along with their respective probabilities is recorded in a 

probability distribution, which may or may not be the normal distribution 

Sample Experiment 

Experiment: observing many telephone bills and calculating their average 

Random variable (  ): the mean monthly telephone bill of our randomly selected sample of households 

Outcomes: List of all possible outcomes for    along with their respective probabilities is recorded in a 

probability distribution, which be approximately normally distributed for large values of   regardless of the 

distribution of the underlying population (see above experiment), owing to the Central Limit Theorem 

Estimating the Parameter 

 When we want to estimate the value of a parameter of a certain population, we can take a random 

sample of that population and use the resulting data to estimate the parameter 

 On average we would expect the mean of the sample to be the same as the population mean 

 In practise, however, it will vary somewhat, depending upon the sample size and variance 



 The question is, how much does our sample mean    differ from our actual population mean   (i.e. 

how wrong are we likely to be?) 

 Sampling error      , though unfortunately we cannot calculate this because, of course, we do 

not know   

 Instead, the way we determine the accuracy of our estimate is by realising that    itself is a random 

variable with its own mean and probability distribution 

 The possible values of    are modelled by the equation     
 

 
   
 
    

 If we want to make probability statements about    (so that we know how far its values might be 

from  ), we need the probability distribution for    

 It turns out that if X is a random variable with mean   and variance   , then    is a random variable 

with mean   and variance      

 Note that as the number of values of X that we have in each sample increases, the variance of     

decreases 

 This effectively means that as the size of the sample increases, the average difference between the 

means of those samples and the population mean decreases 

The Central Limit Theorem 

 However, what if X is not normally distributed? 

 In this case, the central limit theorem tells us that the probability distribution of any random 

sample drawn from any population will be approximately normally distributed for sufficiently large 

values of   

 Observe the graphs below, which show how, regardless of the shape of the distribution of the 

actual population parameter, the sampling distribution (or probability distribution of a random 

sample taken from that population) of    will always be normally distributed for large values of   

 

 

 

 

 

 

 Hence, because we know the shape and values of the normal distribution, we are able to calculate 

the degree of error in our estimates of population parameters 

The t-Distribution 

 In fact this does not quite work, as to use the normal distribution we need to know the population 

variance. Instead, when the population variance is unknown, we can use the t distribution to 

construct a confidence interval for our estimate of  . 

 The   distribution is identical to the normal distribution, except that for small values of  , the   

distribution has a larger variance than the normal distribution 

 As   gets larger, the variance of the   distribution approaches 1. At           , the   distribution 

is identical to the normal distribution 

 



 

 Using the t-distribution allows us to build a confidence interval for   without needing to know the 

population variance 

 Instead, all we need is the sample size, the sample mean, and the sample variance, all of which we 

know in the course of taking a sample 

 Note that the t-distribution does require our sampling distribution to be normally distributed, but 

the central limit theorem tells us that all sampling distribution with large enough samples sizes are 

approximately normally distributed 

 Hence even if the underlying population is not normally distributed, we still use the t-distribution, 

and regard the result as approximately accurate (or very close but not exactly accurate)  

Summary of Inference 

 Suppose we have a random variable which measures a certain known population parameter (e.g. 

average wage) 

 The value of this random variable (i.e. each time we make a new measurement of the parameter) 

can be described with a mean  , variance  , and hence a probability distribution 

 Suppose then we take a sample from that population and measure the same random variable, but 

for the sample (say the average wage of the survey sample) 

 This also yields a random variable, with its own mean     variance    
 , and hence its own probability 

distribution 

 The mean, variance and distirubiton are different because our sample is not identical to the 

population as a whole (on average it will be similar, but not identical) 

 Knowing the mean and variance of the random variable measuring our population parameter, we 

can predict what the probability distribution for our sample (our sampling distribution) will look like 

 In the real world, of course, we want to go the other way: we have information about our sampling 

distribution, and want to know about the underlying population 

 To do this, we look at our sampling distribution and ask what underlying population is it most 

consistent with, or what range of underlying populations is it consistent with 

 Using the central limit theorem, the t-distribution (see above), and also some fairly complex maths 

(not contained here), we are able to construct confidence intervals to tell us just that 

3.2 Important Concepts 

Confidence Interval 

 We always take the mean of our sampling distribution as the mean of our estimate for the actual 

population parameter, as naturally it is the most likely value 

 However, the parameter could also be a bit higher or a bit lower than our point estimate (i.e. the 

mean), and so it is necessary to specify our estimate within a range of values around the mean 

 The wider we make the range, the more likely it is that   (or any other population parameter we 

are trying to estimate) will fall within that range 

 In fact, the total probability that   falls within the specified range is equal to the proportion of the 

t-distribution that falls within that range 

 The symbol   represents the chance that we are willing to take that the population parameter falls 

outside of our interval estimate 

 

 



 

 

 For a 95% confidence interval,         , so therefore        

 This means that if we took twenty samples from the same population (yielding different data each 

time but with the same mean and variance each time), we should expect the population parameter 

to fall outside our confidence interval for one of those samples 

Sampling Error 

 The (maximum) sampling error (denoted B) is the difference between the maximum (or minimum) 

end of the confidence interval and the mean 

 Put another way, it is half of the range within which the population parameter could fall, given our 

confidence interval 

 Naturally, the value of the sampling error changes depending upon how accurate we want to be 

(i.e. upon the confidence level) 

Important Definitions and Symbols 

                                                             

                                                                               
 

  
 

                      

    
                                                                 

      

 
 

                                                       
                   

   
  

                                                 

                                                                           

            
 

  
 

                         

 In notation like       
      

 
 , ‘  ’ means ‘is normally distributed’ 

 The stuff in brackets before the comma is equal to the mean 

 The stuff in brackets after the comma is equal to the variance 

The Sample Proportion 

 In a binomial distribution,   is equal to the proportion of trials that are successes 

 When parameters such as this are unknown, we can instead take a sample of   trials and use the 

number of successes we get to calculate   , the proportion of successes in the sample 

 Like   ,    is approximately normally distributed so long as   is large enough 

3.3 Example Calculations 

Calculating Population Mean 

Suppose we have a sample of 41 observations with a mean of 7.7 and s of 2.93. The 95% confidence 

interval for an estimate of   will be: 

                
 

  
  

                     
    

   
 



              
    

       
 

                  

          

                             

                    

Thus, we have a 95% confidence that the mean lies between 6.78 and 8.63 

The maximum sampling error is 0.925 with a 95% probability 

Note that population mean will be of interest when data is numerical, while population proportion will be 

of interest for nominal data. 

Calculating Population Proportion 

Suppose we have a sample of 400 observations with 60 found to be successes. The 99% confidence interval 

for an estimate of p will be: 

         
    

 
 

  

   
      

 
  

         

   
 

             
      

   
 

                   

           

                               

                    

Thus, we have a 99% confidence that the proportion lies between 0.104 and 0.196 

The maximum sampling error is 0.046 with a 99% probability 

Difference between Two Means 

There are three techniques presented here for doing this. All require that both populations are normally 

distributed. 

Method 1 

Used when the samples are independent and the population variances are not equal 

                     
  
 

  
 
  
 

  
             

    
        

     
 

 
   
      

    
 
   
      

    
 

 

Method 2 

Used hen the samples are independent and the population variances are equal 

 

                          
  
 

  
 
 

  
          

  
        

          
 

        
 



Method 3 

Used when the samples are not independent (i.e. one observation from sample 1 is naturally paired with 

another observation from sample 2) 

We create a new random variable called   , or      , and then manually calculate the standard 

deviation      and mean       of that new distribution 

This is done because creating a new, larger sample allows us to attain more accurate results than using two 

smaller samples 

              
  

   
 

Difference between Two Proportions 

To do this we use the following formula. Note that      must all exceed 5: 

                
      
  

 
      
  

 

Section 4: Hypothesis Testing  

4.1 Theoretical Background 

Data Type and Problem Objective 

 The statistical method one should use depends upon the kind of data available, and the purpose of 

the investigation. Five possible objectives include: 

 Describing a single population 

 Comparison of two populations 

 Comparison of two or more populations 

 Analysis of the relationships between two variables 

 Analysis of the relationship among two or more variables 

The Null Hypothesis 

A hypothesis test begins with the null hypothesis, which makes a statement of fact (i.e. equality) about the 

value of a particular parameter of our population. For instance the null hypothesis could be ‘that the mean 

of this population is 100’. The notation for this would be: 

         

The Alternative Hypothesis 

To go with the null hypothesis, we also have an alternative hypothesis, which relates to the null hypothesis 

by making a contrary statement about the said population parameter. This could be that the parameter 

does not equal to stated value, that it is greater than the stated value, or that it is less than the stated value. 

As its name indicates, the alternative hypothesis cannot be true at the same time as the null hypothesis. 

The notation for this would be: 

 

         

         

         

 



Note that we use a two-tail test if we want to find      , a right-tail test to find      , and a left-tail 

test to find      . 

Making a Decision 

Because we do not know the true value of the population parameter, we cannot ever know for certainty if 

the null or alternative hypothesis is true. All we can do is take a sample from the population to make 

inferences about the relative likelihood that either of these hypotheses are true. For example, suppose we 

think the mean of a population is 100, and this becomes our null hypothesis. Suppose then that we take a 

sample of 15 observations from our population, and obtain a sample mean of 96.47 and a standard 

deviation of 4.85. Is this sample mean of 96.47 sufficiently different from the hull hypothesis value for us to 

conclude that the null hypothesis is incorrect? 

 

Theoretically, any value of    between infinity and minus infinity could be generated from our sample of the 

population, even if the mean were 100. Indeed, the only way we could be 100% certain about the accuracy 

of the null hypothesis is if we used an interval this wide. In practise, sample means that are significantly 

higher or significantly lower than the null-hypothesis population mean, are highly unlikely to have actually 

been taken from such a population. In other words, if we find our sample mean diverges significantly from 

100, it is a fairly good indication that the null hypothesis is incorrect. 

4.2 Important Concepts 

Error Types 

But how far can    be from    before we reject    as untrue? As we make out interval of acceptable    

values wider, is becomes increasingly less likely that we will incorrectly reject   , when in fact our sample 

was merely unrepresentative of the population (this would be a type I error). On the other hand, a wider 

confidence interval makes it more likely that we fail to reject    when it really is false (this would be a type 

II error). This occurs because we are accepting less and less likely values of    as valid, it becomes more 

likely that we will accept a null hypothesis when in fact it is false. Though we would like both   (type I 

error)       (type II error) to be as low as possible, they are inversely related 

Test Statistic 

One way to overcome this trade-off is to simply adopt a standard level of error. For example, the 95% 

confidence interval will allow us to either accept or reject the null hypothesis with only a 5% chance of type 

I error. Having decided upon our level of significance, we then must choose the correct test statistic. When 

the population variance is unknown and data is numerical, a t-distribution statistic will be used. The 

purpose of the test statistic is to calculate the critical values, which are the boundaries of the rejection 

region. The rejection region, in turn, encompasses all values of the test statistic for which the null 

hypothesis is rejected. 

                          

                  
     

    
 

Decision Rule 

Using our significance level and test statistic, we must now write the decision rule which we will use to 

determine whether or not we can reject the null hypothesis. Suppose we use         . Then: 

 

                           –                     

              –                             



              –                       

              –               

 

Apply Decision Rule 

Now all that remains is for us to calculate the value of the test statistic: 

 

  
     

    
 

  
          

        
 

        

 

Now we apply our decision rule. As   is less than -2.145, we must reject the null hypothesis. In other words, 

the sample mean is sufficiently far off from the null-hypothesis mean to suggest that the null hypothesis is 

false; the mean is not 100. 

The p-Value 

Note that as   gets smaller (and our confidence interval gets wider and consequently the chance of 

committing a Type I error decreases), it becomes less and less likely that we will reject the null hypothesis, 

as a wider range of sample means are being accepted as consistent with the null hypothesis. The p-value 

tells us the smallest possible value of   (or equivalently the widest confidence interval) that we could use 

and still reject the null hypothesis. If the p-value is very small, it means that we can reject    even when 

using a very generous confidence interval, and hence there is strong evidence that    is false. On the other 

hand, if the p-value is very large, it means that we can only reject    if we use a very narrow confidence 

interval, and hence there is very little evidence to reject   . 

 

Thus, instead of selecting a significance level and determining whether our sample mean lies within it or 

not, we can simply take the value of the test statistic, and use the following formulas. Note that    is the 

value of the test statistic, and these formulas also work for the normal distribution. 

 

                            

                            

                              

 

Thus in this example: 

  
     

    
 

        

                   

             

        

 

Note, however, that we often do not have access to tables which allow us to calculate p-values for all the 

distributions we need, and thus we must often use the confidence interval method. 

Value of the p-Value 

 Between 0.00 and 0.01, a p-value is said to present overwhelming evidence to reject     

 Between 0.01 and 0.05, a p-value is said to present strong evidence to reject     



 Between 0.05 and 0.10, a p-value is said to present weak evidence to reject     

 Between 0.10 and 1.00, a p-value is said to present no evidence to reject     

 

 Type I error – we reject the null hypothesis when in fact it is true (alpha) 

 Type II error – we do not reject the null hypothesis when in fact it is false (beta) 

Calculating the probability of Type II error 

 A Type II error measures the probability that we do not reject a false hypothesis 

 The trouble with calculating this is that when a Type II error occurs, the null value must be false, 

and hence we no longer have a population mean with which to work with 

 To calculate Type II error, we calculate the probability of    falling within the non-rejection region, 

given that the mean is equal to some other value (not the null-hypothesis mean) 

 Note that for this we used the standardised normal distribution, as    is normally distributed 

 The power of a test is the inverse of the Type II error. More powerful tests are more accurate. 

 

 

 

 

 

 

 

 

 

Suppose we want to calculate the Type II error for our sample proportion hypothesis above, if population 

proportion actually equals 15%. 

Step 1: Decision rule 

                   

          

         

Step 2: Unstandardise    

         
    

 
  
 

       

      

        
   

       



      

     
       

             

         

Step 3: Calculate error (Note: use    calculated in step 2, plus new p value).   will be equal to the probability 

of not getting in the rejection region, using the new distribution. 

   

 

   
    

 
  
  

  

  

 

   
          

          
    

  

     
      

       
  

           

        

4.3 Example Calculations 

Population Mean 

Suppose that with a sample of 30 days of production providing a sample mean of 82.31 and s.d. 3.85, we 

want to determine to 99% confidence whether output has increased from its former average of 80 units. 

Step 1: Hypotheses 

        

        

Step 2: Test statistic 

   
    

     
 

Step 3: Significance level 

       

Step 4: Decision rule 

                       

             

         

 

Step 5: Calculate test statistic 

   
    

     
 



   
        

         
 

   
    

      
 

         

Step 6: Draw conclusion 

                  

           

Step 7: Answer question 

There is enough statistical evidence to conclude that production has increased. 

Population Proportion 

Suppose that of a survey of 400 potential customers, 52 reply that they would purchase a product. For the 

product to break even, we need to acquire 10% of the market share. Is there enough evidence to conclude 

to a 95% confidence level that the product will be profitable? 

Step 1: Hypotheses 

          

          

Step 2: Test statistic 

   
    

     
 

Step 3: Significance level 

       

Step 4: Decision rule 

                   

         

         

Step 5: Calculate test statistic 

   
    

     
 

   
 
  
        

            
 

   
 
  
        

            
 

   
        

         
 

   
    

     
 



   
    

     
 

     

Step 6: Draw conclusion 

              

           

Optional Step: Calculate p-value 

                

        

        

Step 7: Answer question 

There is strong statistical evidence to conclude that market share would exceed 10%, and hence the 

product would be profitable 

Difference between Two Means 

There are three techniques presented here for doing this. All require that both populations are normally 

distributed. We can check this by drawing histograms of each sample data; if they look roughly normally 

distributed, then our results will be accurate. 

Test Statistic 1 

Used when the samples are independent and the population variances are not equal 

 

  
                  

 
  
 

  
 
  
 

  
 

      
    

        
     

 

 
   
      

    
 
   
      

    
 

 

Test Statistic 2 

Used when the samples are independent and the population variances are equal 

 

  
                  

   
  
 
  
 
 
  
  

                
  

        
          

 

        
 

Test Statistic 3 

Used when the samples are not independent (i.e. one observation from sample 1 is naturally paired with 

another observation from sample 2). We create a new random variable called   , or      , and then 

manually calculate the standard deviation      and mean       of that new distribution 

This is done because creating a new, larger sample allows us to attain more accurate results than using two 

smaller samples 

 

Matched pairs experiments generally reduce the variation (and standard deviation) between tw o samples 

by eliminating variable factors not related to the experiment. By reducing the variance of the sampling 



distributions, a matched pairs experiment allows a given sample difference to appear much more 

significant; hence we are more likely to be able to reject a null hypothesis 

 

  
       
      

             

Difference between Two Proportions 

 It is better to pool observations from both samples and then calculate the standard deviation, as 

this produces more accurate results 

 When the two sample proportions are different, however, this is not possible 

 This is why we have two different formulas for sample proportions 

 When the two sample proportions are equal: 

  
                 

      
 
  
 
 
  
  

 

 When the two sample proportions are not equal: 

  
                 

 
      
  

 
      
  

 

Section 5: Simple Regression 

5.1 Theoretical Background 

Basic Concepts 

 Regression analysis is used to predict the value of one variable on the basis of other variables 

 The dependent variable is the variable to be forecast, usually    

 The independent variable is the variable whose value is determined exogenously, and in turn 

determines the value of the dependent variable 

 It is possible to have many of independent variables, denoted as         etc 

 Deterministic models allow us to precisely calculate the dependent variable based on the value of 

the independent variables 

 Probabilistic modes incorporate a probability component to compensate for lack of inclusion of all 

relevant independent variables in formula 

Building a Model 

 The basic simple linear regression model:            

   = dependent variable 

   = independent variable 

    =   intercept 

    = line gradient 

   = error variable 



Estimating the Coefficients 

 Note that all of the unknowns in            are assumed to be parameters of the entire 

underlying population 

 Of course, we cannot know the actual values for the population (e.g. the total real correlation 

between all members of population X and all member of population Y) 

 Instead, we estimate the values of    and    by drawing a sample from the population and drawing 

a line of best fit through these sample data points 

 The equation for this line will be              , where    ,     and     are all estimators for the 

actual population parameters;   is of course the actual value of   

 The difference between each actual observed  -value      and the calculated  -value for that value 

of         is known as  , or the residual 

 The values of     and     needed to calculate the line of best are chosen so as to minimise the sum 

of the square of all values of   

 This value is called the sum of squares for error, and is denoted by SSE 

 The full formula is:    
  

                     

 Note that we cannot legitimately predict any values of   which lie outside the range of   values 

contained in our sample 

 Through complicated algebraic manipulation (not shown here) of the above equation, the following 

methods of calculating     and     have been derived: 

 

    
    

   
 

 
      

      
 

   
  

     
 

 

 

             

 

 Note that    and    are simply the average of all the   and   values respectively in our sample 

5.2 Important Concepts 

The Error Variable 

 In doing a regression, we do not only want to make estimates of     and     and hence calculate an 

estimated line of best fit; we also want to know how accurate these estimates are 

 The error variable,  , is the difference between each actual  -value and each  -value as expected 

solely on the basis of the total correlation between the populations (i.e. using the real population 

parameters of    and   ), and without incorporating any error variable 

 Note that   is the actual population parameter while   is the estimate of this parameter, as it 

measures the different between each actual in the same  -value, and each  -value as calculated 

based upon the correlation of our sample (i.e. using the estimators     and    ), and without 

incorporating any error variable 

         

            

 To calculate the error variable, we must assume that   is normally distributed with a mean of zero 

and a standard deviation   which is constant for all values of   



 We also make the assumption that the error is independent of the particular value of   or  , 

although of course this does not always hold 

 The standard error of estimate    is an unbiased estimator of the standard deviation    of the error 

variable  ; the actual value of    is course unknown, as it is a population parameter 

 In harmony with the usual definition of standard deviation,    is equal to the square root of the 

average squared difference between the observed and calculated y value for each value of x: 

    
   

   
 

  
         

      

   
  

 The smaller the standard error of estimate, the smaller the average error is, and hence the better 

the statistical model fits the data 

 Often,    is measured as a percentage of    

Accuracy of the Model 

 Using our value for the standard error of estimate, we are able to calculate the accuracy of our 

values of     and     

 Although technically doing so requires knowledge of the value and standard deviation of the error 

variable (  and   ), in practise we can use the standard error of estimate    as an estimate of    

 Hence the standard error, or estimate of the standard deviation, of these values is given by: 

     
  

    
 

       

    
   

    
 

 Now having this data, we are able to test the accuracy of our model through a variety of means 

 One way is to construct confidence interval estimates of the values of     and     

 Another way of assessing the reliability of our model is to do a hypothesis test with the null set to 

     (in other words, there is no correlation) 

 Obviously, if the null cannot be rejected, we have to be suspicious of the validity of the model 

Coefficient of Determination 

 The coefficient of determination   , measures the proportion of the total error (i.e. the difference 

of each  -value from   ) explained by the independent variable 

 Thus, the larger the value of    the more the differences in y-values are explained by the model, 

and the less they are explained by chance or other excluded independent variables 

 The total variation in  , or sum of the squares of   (   ), is equal to the difference between each 

observed  -value and the average of all observed  -values 

 The explained variation in  , or sum of the squares of regression (   ), is equal to the difference 

between each calculated  -value and the average of all observed  -values 

 The unexplained variation in  , or sum of squared of errors (   ), is equal to the difference 

between each observed  -value and the calculated  -value for that value of   

                             
 

 

   

     



                                 
 

 

   

     

                                   
 

 

   

     

   
   

   
   

   

   
 

    
 

       
 

 

Interval Estimation 

 Instead of simply subbing-in one value of   into our equation model, we can get more information 

by constructing a confidence interval estimate for a value of  , given a value of   

 If we want to find the confidence interval for a single, particular value of   given  , then we use the 

prediction interval estimator: 

                  
 

 
  
       

 

   
 

 If we want to find the confidence interval for the mean value of a large number of  -values given a 

particular value of  , then we use the confidence interval estimator: 

                
 

 
  
       

 

   
 

 Note that in both of these cases, the mean of the confidence interval will be the same 

 The variance, however, is different, as it is more difficult to predict a single value than the mean of 

many values  

 This is because predicting a single observation requires incorporation of an error term ( ), as errors 

do not average out in single cases as they do when estimating group averages 

Other Points to Note 

 We say that we estimate a population parameter (group estimate), but predict a random variable 

(single estimate), as it involves a random component 

 Note that the ‘t-stat’ and ‘p-value’ data points that appear in the excel output represent the output 

from a hypothesis test with          

 If this cannot be rejected, then   may not be in the equation at all, and so our model is useless 

 Note that we say ‘explained by’, not ‘caused by’. Correlation is not proof of causation 

 Regression models often displayed as follows: 

                    
    

                   

Useful Formulas 

             
     

  
     

 

   

             
     

  
     

 

   

                            
      

   

     
    

   
 



              

        
          

       
    

 

   
   

               
  

    
   

   
    

   

   
  

                                
   

   
                                                     

      
  

    
 

        
    

   

    
 

5.3 Example Calculations 

Calculating a Model 

Suppose we want to calculate a line of best fit for a sample of 6 data points where            
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Standard Error of Estimate 

Taking the same sample as before, calculate the standard error of estimate. 



    
   

   
 

          

       

       
  

     
 

 
 

     
     

 
 

       

 

        
    

 

   
 

       
       

  
 

        

    
   

   
 

  
      

   
 

       

The Confidence Interval 

Using the data above, calculate a 95% confidence interval estimate for the gradient (   ). 

     
  

    
 

 
     

     
 

      

 

                  

                       

                    

                 

            

Note that we can also calculate the confidence interval for    . The method and formula is identical, except 

for the standard deviation, which is given by: 

     
    

   
 

 

    
 

 



Hypothesis Testing 

We can also conduct a hypothesis test to see whether there is enough evidence to infer a linear correlation 

between two variables. Suppose n = 100, SSx = 4307.378, se = 0.4526 and             

Step 1: Hypotheses 

        

        

Step 2: Test statistic 

   
      
    

 

Step 3: Significance level 

       

Step 4: Decision rule 

                          

            

       

Step 5: Calculate test statistic 

   
      
    

 

 
         

       

         

 

        

Step 6: Make decision 

                          

           

Step 7: Answer question 

There is overwhelming evidence to infer that these two variables are linearly correlated. 

Section 6: Index Numbers 

Basic Concepts 

 Index numbers are descriptive measurements of the changes in a time series 

 They allow us to summarise a wide body of data in a single figure 

 Index numbers are calculated by dividing the value of something by the value of the base level of 

that thing; usually multiplied by 100 to give a percentage 

Simple Price Indices 

 Simple price index: measures only the change in a single price or other variable 

     
   

  

  
     

 Simple aggregate price index: measures the average price change of several commodities 



     
   

    

      
     

 Disadvantage is that it cannot be used when we are comparing goods in different units 

Relative Price Index 

 Average of relative price index: calculates simple price indices for each good, then averages then 

     
     

   

   
        

 Disadvantage is that it gives all goods equal weight 

Laspeyres Price Index 

 Laspeyres price index: weights commodities according to quantities in base time period 

 Disadvantage is that quantities can become outdated 

     
   

         

           
     

Paasche Price Index 

 Paasche price index: weights commodities according to quantities in the current time period 

     
   

         

           
     

 Disadvantage is that is very difficult to calculate due to difficulty in finding current quantity data 

 Paasche index will tend to be slightly lower than Laspeyres index, owing to substitution effect 

 


