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Computer Structure and Organization 

2. System Internals 

Motherboard 
 The motherboard (aka logic board) is the circuit board on which the core internals of the 

computer are placed 

 Each motherboard is unique in its exact layout, however there are standards in their physical 

design (such as size, mounting holes, where ports will be) to ensure that motherboards 

consistently fit into computer cases 

The Chipset 
 This chipset is often (though not as often as before) broken up into two discrete chips, known as 

a northbridge and southbridge. They are connected with using what is called a bus; this is a 

series of electrical connections that provides a way for two chips to communicate with each 

other 

 The northbridge connects directly to the CPU, and provides it with high-speed access to the 

computer memory and graphics card -- these are the two devices that the CPU needs the fastest 

communication with 

 Front side bus refers to the bus between the CPU and the northbridge 

 The southbridge, connected to the northbridge, provides all other functionality that is not so 

time critical. The southbridge chip provides connections to other peripherals both inside and 

outside the computer case, including disk drives, expansion slots, basic ports, and onboard 

features 

 Most modern chipset designs integrate the northbridge and southbridge functions into a single 

chip, and connect the memory and the graphics card directly to the CPU 

External Expansion 
 Ancillary devices that provide additional, non-core functionality are typically connected 

externally (i.e. in their own separate box, connected via cable to the computer system) 

 This includes peripherals such as keyboards, mice, printers, modems, and so on 

3. Processors 

Processor Instruction Cycle 
 Fetch: the next instruction to run is fetched from memory. 

 Decode: the instruction information is decoded so the processor knows what circuitry to use. 

 Execute: the instruction is run 

 Store: the results of the operation 

Registers 
 Registers are places in the processor's circuitry where it can store information about the 

execution currenly taking place. They are not used for general data storage 

 Data registers, for temporarily storing data 

 Address registers, for keeping track of memory addresses 
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 An instruction register, for storing the instruction currently being executed 

 Special purpose registers, for storing internal processor information 

System Processors 
 The vast majority of desktop CPUs supplied in computers for sale today (both IBM PC-

compatible and Apple Macintosh) are from one of two processor families: Intel's Core, and  

 The software a CPU can run depends on the instruction set it supports. The instruction set of the 

Intel and AMD desktop processor lines is called x86, in reference to the Intel 8086 processor 

 The Intel 8086 was first developed in 1978. Since then, its x86 instruction set has been added to 

many times in order to keep it relevant to modern processor technology 

Intel's Core CPUs 
 Core is the trading name for Intel's latest architecture for their mobile, desktop and workstation 

class CPUs 

 The name of the current microarchitecture (as opposed to marketing name) is Sandy Bridge 

Processor Sockets 
 The computer's CPU fits into a socket on the motherboard. Each family of processor has its own 

unique socket design; this is because each architecture has its own electrical and signalling 

requirements 

 The traditional socket design is that the CPU has pins, which fit into a socket with holes. This is 

known as Pin Grid Array (PGA) 

 Modern processors have the reverse: the motherboard has pins, and the CPU has a number of 

landing pads onto which the pins sit. This is Land Grid Array (LGA) 

PowerPC 
 The other recent desktop CPU architecture (since abandoned in the desktop sector) was 

PowerPC, originally developed through a collaboration between Apple, IBM, and Motorola 

 This processor family was used by Apple Computer in their computer systems from 1993 until 

2006 

 Each partner in the alliance had different visions of how they wanted the processor architecture 

to develop; IBM and Motorola, being chip designers, were able to direct their development 

resources to meet their aims 

 The last desktop-specific processor in the PowerPC architecture was IBM's PPC970 (also known 

as the "G5"). In reaction, Apple started moving to the x86 platform late in 2005, where Intel and 

AMD's competitive battle ensured a stable development future 

Instructions Per Clock 
 The amount of work performed per clock tick is referred to as a processor's Instructions Per 

Clock (IPC) 

 The Pentium 4 processor sacrificed IPC performance for raw clock speed. At each clock tick, the 

processor wasn't able to compute much; however they ran so fast (at times, twice the speed of 

competitors) that in the end, their performance was equivalent to other contemporary offerings 

 This is why the Pentium 4's pipeline was designed to be so deep. The larger each stage of a 

pipeline is, the longer it takes to do its job. So, with its very long pipeline of small micro-ops, it 

was relatively easy to make it go fast 
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Instruction Pipelining 
 Instruction pipelining is a technique where the processor works on instructions like an assembly 

line: with each part of the computation process being split into several ordered segments, so 

that many instructions could be worked on at the same time (albeit in different stages of 

execution) 

 Much like an assembly line, this doesn't make it faster for a single item to be produced (or 

computed); however it greatly enhances throughput 

 At its basis, the four main stages of a pipelined CPU are the four execution stages: fetch, decode, 

execute and store. However, to improve efficiency these stages themselves can be broken up 

into longer pipelines. These smaller stages are called micro-ops 

 In practice, a pipelined CPU architecture isn't 100% efficient in its throughput of instructions. Be 

it for reasons of waiting for data from cache or memory, or an unsuccessful branch prediction, 

these processors can suffer from a pipeline stall - that is, there aren't enough instructions ready 

to process, such that 'bubbles' of no useful work appear in the pipeline 

Branch Prediction 
 A branch predictor is a digital circuit that tries to guess which way a branch (e.g. an if-then-else 

structure) will go before this is known for sure. The purpose of the branch predictor is to 

improve the flow in the instruction pipeline 

 Two-way branching is usually implemented with a conditional jump instruction. A conditional 

jump can either be "not taken" and continue execution with the first branch of code which 

follows immediately after the conditional jump - or it can be "taken" and jump to a different 

place in program memory where the second branch of code is stored. 

 It is not known for certain whether a conditional jump will be taken or not taken until the 

condition has been calculated and the conditional jump has passed the execution stage in the 

instruction pipeline (see fig. 1). 

 Without branch prediction, the processor would have to wait until the conditional jump 

instruction has passed the execute stage before the next instruction can enter the fetch stage in 

the pipeline. The branch predictor attempts to avoid this waste of time by trying to guess 

whether the conditional jump is most likely to be taken or not taken 

 The branch that is guessed to be the most likely is then fetched and speculatively executed. If it 

is later detected that the guess was wrong then the speculatively executed or partially executed 

instructions are discarded and the pipeline starts over with the correct branch, incurring a delay 

 The time that is wasted in case of a branch misprediction is equal to the number of stages in the 

pipeline from the fetch stage to the execute stage. Modern microprocessors tend to have quite 

long pipelines so that the misprediction delay is between 10 and 20 clock cycles. The longer the 

pipeline the greater the need for a good branch predictor. 

Symmetric Multiprocessing 
 Symmetric Multiprocessing (SMP) is a technique where there is more than one processing unit 

(of identical type), so that more than one instruction can be executed at the same time 

 Virtually all consumer multi-processor systems are designed in this way 

 When transistors on silicon were somewhat large, this involved having more than one CPU 

socket on the motherboard, with each CPU holding one processor core. Nowadays, CPU 

packages can store many cores - these are referred to as multi-core processors 
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Issues with Symmetric Multiprocessing 
 How will the processing be coordinated between the two units? 

 How will the two processors share the same pool of memory? 

 The computational workload must be easily parallelisable; that is, able to be broken up so that 

two separate processing units can work on it at the same time. Not all processing tasks are 

parallelisable 

 How can the separate caches of the two cores be kept synchronised so that data changed by 

one processes propagates to the cache of the other processor? 

Simultaneous Multithreading 
 The process of exploiting pipeline stalls in the processor, to feed in another thread of execution. 

The most well-known implementation of this is Intel's Hyper-Threading Technology 

 This technique seeks to fill up these bubbles in the pipeline by scheduling another execution 

thread in them. This means a single physical SMT-capable CPU core will make itself appear to 

the operating system as two logical processors, and it will interleave the processes scheduled for 

each of these two processors such that any potential bubbles from one one logical processor 

can be used to execute the instructions of the other 

 Pipeline stalls are especially troublesome with a deeply pipelined CPU - it was no mistake that 

Intel introduced simultaneous multithreading to their Pentium 4 line 

CPU Internal Components 
 ALU (Arithmetic and Logic Unit): performs the arithmetic and logic functions, including add, 

multiply, compare and branch 

 Register Set: is for the internal storage of the current data being manipulated 

 CPU Buses: Transfer data from register to register, registers to memory, registers to ALU, and 

ALU to registers 

 MAR (Memory Access Register): stores the memory address to be accessed next via the address 

bus (the address of the memory being accessed now) 

 MBR (Memory Buffer Register): also known as MDR, Memory Data Register. Stores the data just 

read from memory or the data ready to be written to memory 

 Program Counter: stores the address of the next instruction to be executed. For every new 

instruction, the old value in the PC is moved to the MAR 

 Instruction Register: holds the next instruction to be executed 

 Stack Pointer: keeps the location of the top of the stack, so stack operations may be performed 

properly 

 Instruction Decoder: Converts a program instruction into the sequence of operations that 

executes the instruction 

Complex Instruction Set Computers 
 Where single instructions can execute several low-level operations (such as a load from memory, 

an arithmetic operation, and a memory store) and/or are capable of multi-step operations or 

addressing modes within single instructions 

 Complex instruction sets produce shorter programs, and therefore use less memory, although 

there tends to be a proliferation of similar instructions, such as several different ways of 

accessing memory 

 As a consequence, instructions are of varying length, and some of them require many clock 

cycles -sometimes hundreds of clock cycles - to complete 
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 In addition, CPU chips become extremely complex -including millions of gates - and this took 

considerable chip space, and the large number of gates generated a large quantity of heat that 

was hard to dissipate 

 Over time, computer designers found that many of the complex instructions and addressing 

modes were infrequently used by compilers and users 

 In addition, the size of the complex logic reduced the number of registers available for executing 

programs, and the different instruction lengths meant a longer, more complex decoding cycle 

resulting in slower execution 

Reduced Instruction Set Computers 
 With the intention of simplifying the design and operation of the CPU, designers introduced 

processors with an instruction set in which all instructions are the same size, allowing the 

interspersing of operations of different instructions - "pipelining" - possible 

 Simpler instructions resulted in most instructions able to execute in shorter clock cycles - most 

execute in one clock cycle - so although there were more instructions they executed much faster 

 The Control Unit is much simplified, and as a consequence the silicon chip of a RISC is about a 

quarter the size of a CISC CPU, and generates much less heat 

 With less logic, designers can use some space for more registers, so compilers and programmers 

can use them for temporary storage and parameter passing, therefore saving time by accessing 

registers rather than memory so frequently 

 In addition, RISC processors are easier to design, hence requiring shorter design time, and 

therefore lower manufacturing cost 

 The result of CISC is longer code that executes faster 

4. Digital Logic 

Operator Precedence 
 ( ) highest precedence 

 NOT   

 AND   

 OR lowest precedence 

Counters and Dividers 
 Counters are constructed by connecting a number of flip-flops together in series 

 If each flip-flop is positive-edge triggered, then each successive flip flop responses with a cycle 

of twice the period of the previous one 

 Consequently, this device is usually called a divider. By looking at the output of a single flip-flop 

we obtain the original frequency divided by 2, 4, 8, etc 

 They are called counters because if we examine the total output of all three flip-flops, we find 

the entire system counts up in binary from 000, 001, 010, to 111 
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5. Memory 

Types of Memory 
 Static: faster memory, using Flip-Flops. It is faster to change state between 0 and 1, and it keeps 

state until the power is off, but it is more expensive. Used for cache memory 

 Dynamic: slower memory using capacitors (one per bit). It is slower to switch, but it is possible 

to fit more units into a given space, it is cheaper to manufacture and it generates less heat. The 

problem is that capacitors lose their charge very quickly, so there is a need to refresh the 

contents after a few milliseconds, otherwise they go to zero and lose the information. Used for 

main system memory 

 Flash memory: this is non-volatile memory used in memory sticks. Like static memory, it is also 

implemented using flip-flops 

Cache 
 As the processor is often many times faster than the memory system, if left to its own the 

processor would need to wait a (relatively) long time for data to be retrieved 

 The concept of processor cache memory is that it is a small, ultra-fast pool of memory that sits 

between the processor and the standard memory system 

 Some support circuitry monitors how the processor is using the memory, and attempts to fill the 

cache memory up with information that the processor is most likely to need 

 The disparity between processor and memory speed has become so great that modern 

computer systems include a number of cache "levels" of increasing size and decreasing speed 

 Level 1 Cache: a very small data cache that exists right on the processor itself, running at the 

same break-neck speed as the processor's execution units. As it is running at the same speed as 

the processor, there is no delay when data is fetched from the cache 

 Level 2 Cache: this is a larger, slower bank of memory, still residing on the CPU itself 

 Level 3 Cache: modern desktops, servers and high-end workstations, include a third level of 

cache. This is an even larger, slower than Level 2 (but still faster than main memory) cache  

SD and DDR-RAM 
 DRAM: dynamic memory with an asynchronous interface, which means that it responds as 

quickly as possible to changes in control input 

 SDRAM: has a synchronous interface, meaning that it waits for a clock signal before responding 

to control inputs and is therefore synchronized with the computer's system bus.  The advantage 

of this is that it allows for pipelining (interleaving of access operations), increasing overall 

bandwidth 

 DDR SDRAM: a development above normal SDRAM which allowed for the memory bandwidth to 

be doubled, by allowing it to perform twice the amount of data transfer per clock tick, hence the 

name "double data rate" 

 DDR2 SDRAM: allows higher bus speed and requires lower power by running the data bus at 

twice the speed of the internal clock. The two factors combine to produce a total of four data 

transfers per internal clock cycle 

 DDR3 SDRAM: allows higher bus speed and requires lower power by running the data bus at 

four times the speed of the internal clock. The two factors combine to produce a total of eight 

data transfers per internal clock cycle 

 Rambus: a memory technology designed in the late 1990s with a focus on high memory 

bandwidth, at the expense of latency. This suited well Intel's new Pentium 4 processor, which 
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had high memory bandwidth requirements. However, due to licencing and manufacturing-

difficulty issues, RDRAM remained an expensive and unpopular choice in the general computing 

market, and has since been left behind by cheaper DDR-SDRAM memory 

 Dual Channel: Some memory technologies can be run in "dual channel" mode; this means that 

two sets of memory are interleaved together, effectively doubling the peak bandwidth. For 

example, "dual channel DDR-400" is capable of 6.4GB/sec, twice the 3.2GB/sec of standard 

"single channel" DDR-400 

Non-Volatile Memory 
 Legacy PROMs were only erasable using ultraviolet light; these are known as EPROM (Erasable-

Programmable Read Only Memory). These chips had a little window on the top onto which UV 

light had to be shined to erase 

 Nowadays, the most common form in industry is called Flash EEPROM (the EE stands for 

"Electrically Erasable"), as it allows the contents of the memory chip to be changed relatively 

quickly and conveniently 

Memory Addressing 
 It is the job of the memory controller to translate the 'flat file' of memory addresses available to 

the programmer into the actual physical hardware address of particular bytes 

 When a memory address is requested, the memory controller needs to: 

o look up which memory chip is responsible for storing that part of the address space 

o locate the exact row and column of that memory chip's storage matrix 

 Accessing the row and column of the memory chip takes some time. This is a significant 

contributor to memory latency - how long it takes to get the data out of a particular memory 

Latency Data 
 Timing information is typically of the form: DDRx-yyyy  CLa-b-c-d 

 The first figure is the memory speed. DDR3-1333 refers to DDR3 memory that is running at an 

effective clock speed of 1333 MHz 

 The first figure, often prefixed with CL, stands for "CAS latency". This is the time it takes, in clock 

ticks, for the memory module to start finding the data requested of it. In this instance, it will 

take 7 clock ticks 

 The second figure is the "RAS to CAS delay". This is the time taken between accessing the row of 

the memory matrix, and the column. For this memory module, it takes 7 clock ticks 

 The third figure is the "RAS precharge". This is how long it takes to go from one row in the 

memory matrix, to another. This memory module takes 7 clock ticks to perform this function 

 The fourth figure is "Active to precharge delay". This is the time the memory controller has to 

wait from one memory access instruction to another 

 One way of minimising memory latency (and as such, improving performance) is to interleave 

the memory requests over multiple channels. That is, instead of relying on a single bank of 

memory for accessing data, these operations are distributed over a number of memory banks, 

and the instructions split between them 
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6. System Expansion 

Expansion Cards 
 Expansion slots offer a way to add extra functionality to a computer system 

 As the slots are connected directly to the chipset, they offer a fast pathway for information to 

flow between them and the computer's core internals 

 3D graphics cards can enhance gaming experiences 

 Audio cards offer high-quality audio output 

 Networking cards allow computers to be connected to networks 

 TV tuner cards allow a computer to view and record television 

Storage Interfaces 
 Storage interfaces are connectivity options that are specialised to the task of adding mass 

storage (e.g. hard disks, DVD drives, etc.) to a system 

 These interfaces are usually either integrated onto the southbridge of a system chipset, or 

added to the system through an expansion card 

 The evolution of storage interface standards has in general been more dynamic than those of 

expansion cards, as there is a much lower practical barrier to implementing new standards - 

they are not directly attached to the motherboard as are expansion cards 

Data Buses 
 A "bus" is an electrical path onto which devices can be connected 

 Unlike a "point-to-point" system, where each device is guaranteed its own set of wires, a "bus" 

shares the wires across all devices connected to it 

 This brings about the issue of the bus being choked, where so many devices try to communicate 

on the bus, it simply can't handle the volume of information 

Peripheral Component Interconnect 
 PCI was a general-purpose expansion slot which was suited to just about any task of the time 

 The common PCI buses found in desktop computers are 32 bits wide (parallel) and run at 33 

MHz, for a total theoretical bandwidth of 133 MB/sec 

 For some specialised tasks, such as graphics rendering and output, the PCI expansion bus was 

too slow, prompting system designers to develop enhanced standards 

Accelerated Graphics Port 
 High-end graphics systems often had a lot of data to transmit over the PCI bus; a lot of its data 

had to go either to the CPU or main memory 

 Before long, this brought the problem of bus choking: the graphics card was using up so much of 

the bus's available bandwidth 

 The solution to this was a special slot for the graphics card, separate from the PCI bus, that 

allowed direct connection to the CPU and main memory. This slot was called AGP, the 

Accelerated Graphics Port 

 Like PCI, AGP used a parallel style of communication 

 AGP ran a 66 MHz (compared to the common PCI bus clock of 33 MHz), meaning that even in its 

original incarnation, it was rated at 266 MB/sec, twice as fast as the entire PCI bus 

 Clock pumping techniques doubled (533 MB/sec), quadrupled (1.06 GB/sec), and in its final 

revision, octupled (2.13 GB/sec) the effective speed of the bus 
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PCI Express 
 PCI Express (PCIe) is a newer, much faster expansion card system that aims to replace both PCI 

and AGP 

 Unlike PCI, PCI Express is a "point to point" system which means that there is no bus to get 

choked; each device has a guaranteed amount of bandwidth available to it 

 PCI Express is a serial interface; this means that it's more flexible than the older, parallel internal 

expansion interfaces, in terms of how it can be implemented 

 To cater for the varying bandwidth requirements of different expansion cards, PCI-Express 

introduces the concept of "lanes". Each "lane" can be considered a unit of bandwidth 

 High bandwidth devices such as graphics cards can be put in a slot with a large (16) number of 

lanes, and less demanding expansion cards in a slot with only one or two 

 The bandwidth per lane was originally 250 MB/sec, but that has increased with newer versions 

of PCIe to 2 GB/sec 

Advanced Technology Attachment 
 The most common desktop computer standard for connecting mass storage devices to a 

computer is ATA (Advanced Technology Attachment) 

 Soon after its introduction, it was further developed to cater for other storage devices, such as 

CD and DVD drives 

Parallel ATA 
 The earlier ATA connectivity standards used data lines in parallel to transfer data between the 

host system and the devices connected through the interface. This is known as the Parallel ATA 

standard 

 Being a parallel interface, it also had severe limitations on how long the cables could be; and 

having 40 wires in total, the wide ribbon cables were cumbersome to pack neatly into a 

computer case 

 Another issue of having a large number of data wires together, is that there is a lot of 

interference (known as crosstalk) between the data lines 

 In later versions of the Parallel ATA standard, this interference was reduced by placing a ground 

wire between each data line. This meant that the ribbon cables now had 80 wires rather than 40 

 Parallel ATA has a bus-like topology where two devices shared the same interface bandwidth. 

The two devices were referred to as a master and a slave 

 One problem with this arrangement is that the bus only works at the speed of the slowest 

device 

 Another problem with this standard was that only one operation can take place at any one time. 

The bus doesn't allow for simultaneous access to both devices; only one or the other 

Serial ATA 
 The Serial ATA standard, developed in 2003, resolved many of the issues present in Parallel ATA. 

It instead uses a point-to-point topology, and a thin 7-wire cable that can span distances twice 

as long 

 Newer revisions to the Serial ATA standard allow for faster speeds: Serial ATA 2.0 doubled 

throughput to 300 MB/sec, and version 3.0 doubled it yet again to 600 MB/sec 

 Magnetic mass storage devices can't get anywhere near to these newer standards, however 

they are useful for high-speed RAID configurations, and high-end solid state disks 

 The two major new features made available on Serial ATA via, via the AHCI interface are: 
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o Hot-plugging: This allows for Serial ATA devices to be plugged and un-plugged while the 

computer is still on and active, much like a USB device 

o Native Command Queueing: This is a further extension of having mass storage devices 

cache requests, to free up the bus (a common technique used to alleviate Parallel ATA 

bus congestion) 

Small Computer System Interface 
 SCSI is a high-end storage interface standard used most often in workstations and servers 

 Like ATA, it has a legacy version that was a parallel, bus-based interface; but it has a much 

higher speed potential, and cable lengths could be much longer 

 The way in which SCSI transfers data is more efficient than ATA, especially for high-demand 

operations 

 Like the ATA interface, SCSI storage interfaces are also moving towards transmitting information 

serially, with the Serial Attatched SCSI (SAS) standard 

Form-Factor Considerations 
 The form factor (external design) of a computer can have serious consequences on the 

expansion interfaces available to a system. For example, some expansion interfaces have special, 

miniaturised versions designed for compact spaces 

 It's quite common for there to be low-power variants of CPUs, designed for compact computers, 

which not only reduce the thermal requirements of the case, but are in a physically smaller 

package 

 In more extreme cases of miniaturisation, such as subnotebook PCs, tablets, and phones, the 

processors are soldered onto the motherboard and un-upgradable 

 Compact desktops and notebook computers use a smaller memory packaging standard, known 

as a Small Outline DIMM (SO-DIMM). The SO-DIMM packaging of a particular memory standard 

is about half the size of a standard DIMM. They are electrically comparable in potential 

performance, but not physically compatible 

 The expansion card interfaces for compact and portable computers designed for internal 

expansion are simply miniaturised versions of their desktop counterparts 

 mini-PCI is a miniaturised PCI expansion card standard, which supports all functionality (except 

for cards with high power requirements) of a standard PCI card 

 mini-PCIe is a miniaturised PCI Express expansion card standard, supporting a single lane (1x) PCI 

Express expansion interface, and also allows for both USB and Serial ATA transfer modes 

 For more general-purpose expansion of compact computers, an externally facing slot is used. 

This is to allow for the expansion card to be removed when not needed (saving both weight and 

power consumption), and for additional functions to be swapped out as the user sees fit 

 CardBus is the equivalent of the PCI bus, while ExpressCard is the equivalent of the PCI Express 

bus 
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7. Peripheral Expansion 

Legacy Peripherals 
 A "legacy" interface is one that is a hangover from a previous generation of computing, which 

has since been replaced by a newer equivalent 

 Legacy devices can often persist in the market because they are cheap, widely used, and good 

enough for the purpose at hand 

 The three main legacy interfaces that still exist today are those for keyboards and mice, parallel 

and serial communications 

 Parallel port: The legacy parallel port was most often used to connect computers to a printer. 

Parallel ports could also be used to transfer data between computers relatively quickly for the 

time. One big advantage of the parallel port was that it is very easy to build electronics for; man 

enthusiasts were attracted to this ease of development, and created many home-built computer 

peripherals. Parallel ports and cables with proper grounding can be hot-swapped relatively 

safely 

 Serial Port: The legacy serial port protocol (known as RS-232) has been around since the 1960s. 

Originally, it was used to connect display terminals to mainframe computers. In the context of 

desktop computing, it is most commonly used to connect a modem to a computer. Like parallel 

ports, serial ports and cables with proper grounding can be hot-swapped in relative safety 

Keyboard and Mouse Connections 
 Keyboards and mice are very undemanding from an interface point of view: they don't require 

much data to be transmitted (low bandwidth), and they don't require a connection with low 

latency 

 All these legacy interfaces are cold swappable, and particularly susceptible to electrical damage 

from hot-swapping 

 AT Standard: common use from the IBM PC AT in 1984, up until the early 1990s, uses a large 5-

pin circular connector known as "DIN-5" 

 PS/2 Standard: this used a smaller "mini-DIN" connector, and included mouse support 

Universal Serial Bus 
 The most ubiquitous of the new standards developed to replace parallel and serial ports is the 

Universal Serial Bus (USB), developed by Intel in 1995 

 It is a high-speed serial interface which was designed to be as flexible as possible: modems, 

printers, scanners, digital cameras, hard disks 

 The original USB 1.0 came in two speed variants: a 1 Mbit/sec 'low speed' sufficient for 

keyboards and mice, and an 11 Mbit/sec 'full speed' variant 

 The USB specification was updated to version 2.0 in 2000 to include a faster "high speed" 

variant, with a max speed of 480 Mbit/sec 

 Further revision in 2008, USB 3.0, added a 5 Gbit/sec "superspeed" option for modern, high-

bandwidth devices such as high capacity mass storage devices 

Power over USB 
 A standard USB 1.0/2.0 connector can supply up to 2.5 Watts of power per port, for powering 

up devices such as keyboards, mice, and mass storage devices 

 There are also unpowered USB ports, which can only supply 0.5 Watt 

 USB 3.0 can supply up to 4.5 Watts of power 
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 Some devices, such as some pocket-size hard disks, and optical drives, can draw more than the 

standard 2.5W of power; without any special protocol, trying to exceed this power output may 

damage the port of the computer 

 There are various standards in place to signal a device that's capable of requesting additional 

power, such as connecting as a low-power device, then negotiating with the host as to its real 

power requirements 

FireWire 
 Another modern connection standard, FireWire (developed by Apple Computer) is in common 

use 

 It is mostly used for transferring digital video from cameras to computers, and also for external 

disc storage systems 

 Firewire is similar to USB except that it can supply much more power (up to 45W), and has a 

more efficient communication scheme, allowing for greater actual bandwidth performance 

despite similar raw speeds to USB 

Analogue Display Standards 
 Analogue transmission works not by providing colour and intensity information for each 

individual pixel, but as a continuously variable 'wave' of information 

 Such a transmission scheme is used for CRT monitors, as the monitors themselves have no 

concept of an individual "pixel" 

 The common analogue transmission standard is commonly known as VGA (Video Graphics Array) 

 The VGA standard has been constantly updated since its inception in 1987 to allow for higher 

resolutions and better colour information 

 Analogue standards such as VGA are highly susceptible to interference; like a television set, the 

analogue signal can be contaminated with "ghosting" and other imperfections in the image. 

Generally speaking, the higher the screen resolution, the more likely it is to be affected by 

interference 

Digital Display Standards 
 Digital transmission is the easiest to comprehend: for each pixel in the display, the computer 

sends a set of data with the necessary colour and intensity information 

 This also provides the most faithful representation, as the monitor displays exactly what the 

computer intends 

 DVI: The DVI standard supports both analogue and digital transmission, however it's often only 

used for the digital signal. DVI ports are often found on LCD monitors to produce high quality 

images. The ports themselves are large, and somewhat resemble legacy parallel ports 

 HDMI: carries a DVI digital video signals and a digital audio signal. Due to the port's smaller, 

more convenient physical size, are more likely to be found on portable computers than DVI. 

They are also commonly found on blu-ray players 

Ethernet 
 The most common networking system in modern computing is Ethernet. This standard 

prescribes many electrical and physical standards; the one most commonly used uses an RJ45 

connector and transmits data at speeds of either 10, 100 or 1000 Mbit/sec 
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 This ethernet system, known as 10BASE-T, 100BASE-T or 1000BASE-T (depending on speed), has 

a star topology, where at the centre of the network is a "hub", to which computers are 

connected. The cables can run for lengths of up to 100 metres, and can be hot-plugged 

Wireless Networking 
 In 1999, a wireless networking standard suitable for general use was created: its name is 802.11. 

A common name for such a network today is "Wi-Fi", and it includes a number of protocols: 

 802.11a: this standard has a short transmission range, and it uses a relatively unused part of the 

radio spectrum (5 GHz) compared to the other protocols. Maximum speed is 54 Mbit/sec 

 802.11b: this was the first widely available wireless networking standard, running at speeds of 

up to 11 Mbit/sec. It uses the same radio frequency as cordless phones, and can experience 

stray interference from microwave ovens 

 802.11g: this standard is an extension of 802.11b, allowing for greater data speeds of up to 54 

Mbit/sec 

 802.11n: this is a new standard which offers even greater data speeds through a number of 

techniques, such as transmitting multiple streams of data, and/or using multiple radio frequency 

bands at once. It is theoretically capable of data speeds of up to 300 Mbit/sec 

 b, g and n equipment use the same radio frequency band (2.4 GHz) and are compatible with 

each other, and make up the vast majority of wireless network installations 

Radio Frequency Spectrum Usage 
 As spectrum allocation is done regionally and not globally, it means that some wireless 

applications can run in different frequencies in different countries 

 Spectrum congestion refers to the limited capacity of the radio spectrum to support all desired 

uses 

 In Australia, there are three providers, each using different radio bands: 

o Telstra, which uses the 850 MHz band 

o Optus, which uses 2100 MHz for cities and towns, and 900 MHz for country areas 

o Vodafone, which uses 2100 and 850 MHz for cities and towns, and 900 MHz for country 

areas 

o Some bands are declared world-wide as "general purpose" bands. The 2.4 GHz radio 

band (used by many technologies such as 802.11 wireless networking, Bluetooth, DECT 

cordless phones, and numerous other consumer devices), is one of these 

Signal Propagation 
 Attentuation, or loss of signal strength, can occur for many reasons, including: 

o Free space loss: as the signal travels further from the transmitting antenna, it spreads 

out in all directions. Thus, as you get further from the transmitter, the signal will get 

weaker 

o Absorption: the signal may be absorbed by something it travels through, such as tree 

cover, humid air, rain falling in the sky, buildings, or roofs 

o Diffraction: the signal may diffract around objects, weakening it and causing an "echo" 

to a receiver 

o Reflection: the signal may be reflected off buildings and other hard objects, meaning 

less of it propagates where the user intended 

 Generally speaking, lower frequencies deal better with attenuation losses 
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 Signal-to-noise ratio: much like background chatter in a public place, which might make it 

difficult to have a conversation, the radio frequency spectrum is naturally noisy. The level of 

background noise is referred to as the noise floor, above which a signal will have to be 

transmitted in order to be usable for the receiver 

 Signal to noise ratios can generally be improved by increasing transmission power or using more 

sensitive antennas, and simply not setting up the reception in noisy environments 

8. Mass Storage Devices 

Types of Mass Storage Technology 
 Tapes: similar to a classic audiocassette, tapes were an old way of storing large volumes of data. 

Due to the intrinsic nature of tape systems, these were very poor when it came to anything but 

reading of sequential data 

 Magnetic Floppy Disks: taking over from tapes in the consumer sector, magnetic floppy disks 

were a primary form of mass storage throughout the 1980s and 90s 

 Magnetic Hard Disks: magnetic hard disks were the first 'real' mass storage medium for 

consumers and small business, in that they were able to store huge quantities of data, with 

good reliability and convenience in accessing random pieces of data 

 Optical Disks: read-only optical disks (CD-ROM) were one of the foundation technologies of 

modern multimedia. This technology developed into recordable and rewritable variants, and 

higher capacities through DVD and Blu-Ray standards 

 Solid State Non-Volatile Memory: originally seldom used due to prohibitive expense, solid state 

mass storage is now entering the mainstream. It can provide ultimate performance, at the 

expense of capacity and cost 

Random vs Sequential Access 
 Sequential access is where the data is being read sequentially - that is, reading one byte after 

another on the storage device, without having to seek for the next piece of data 

 Random access is where the data stream being read is all over the recording surface of the 

storage device, so it has to constantly search for the next piece of data to retrieve, and go ahead 

and retrieve it 

Read and Write Rates 
 Many forms of media take longer to write a bit of data, then it does to read it 

 This is usually due to the fact that many recordable storage systems make use of chemical or 

magnetic properties to identify 0s from 1s - and it takes longer to modify the state of a chemical 

compound or magnetic field, than it does to merely observe its current state 

Burst and Sustained Rates 
 There is also a difference between what the maximum data rate the storage device can sustain 

for short bursts of data, versus the data rate it can sustain for long periods of time 

 Generally speaking, quoted peak transfer rates assume best-world conditions; e.g. a minimal 

need for seeking, the cache algorithms are working well, etc. This may be true for small bursts of 

data, but will not be the case for very long 
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Hard Disc Drives 
 Hard disks are known as mechanical storage: they work by spinning the magnetic platters, and 

have an arm that can move from one section of the disk to the other 

 They store data with the help of a special magnetic disk known as a platter; by modifying the 

orientation of the magnetic field on different parts of the platter (tiny domains), it can store a 

series of binary digits 

 The amount of data that can be recorded for a given unit area of space on the platter is called 

the aereal density 

 Because of the high speeds, moving parts, and close tolerances (the disk heads coast just a 

fraction of a millimetre above the platter surface!) they are susceptible to shock and rough 

handling 

Access Speeds 
 The access time (latency) of a hard disk is determined by its seek time and rotational latency 

 Seek time: the time taken for the heads to align themselves in the correct concentric track, in 

order to read the sector(s) relevant to the operation it is performing. An average seek time for a 

desktop hard disk is approximately 9 ms 

 Rotational latency: the faster the platters spin, the less time it takes for a given sector on the 

disk to fall under the read/write head for processing. Thus, rotational latency is the inverse of 

the spindle speed. The disadvantage of higher speeds is more power use and more noise 

 The effective data transfer rate of a hard disk is bounded by two types of transfers: 

o The internal transfer rate: that is, transferring data from the magnetic platters to the 

hard disk's controller board 

o The external transfer rate: transferring data from the hard disk's controller board, to the 

system 

 The internal transfer rate is bounded by the limitations of the platters and heads, such as the 

speed at which data is read off the rotating platter 

 Also, since the platters rotate at a constant speed (constant angular velocity), the outer sections 

of the disk have a higher transfer rate than the inner sections 

 The external transfer rate is typically much higher than the internal rate due to disk caches and 

high-speed mass storage interfaces like Serial ATA, thus allowing for high burst speeds 

Removable Magnetic Storage 
 A floppy disk works on the same magnetic principle as a hard disk, however the data is far less 

densely packed. They are named "floppy disks" because behind the protective plastic cover, the 

magnetic recording medium is flexible 

 There are many different floppy disk standards which dictated both their physical appearance 

and internal characteristics; the most common physical standards are the 5.25 inch and 3.5 inch 

form factors 

 Due to the floppy disks' low density and rotation speed, they were often annoyingly slow. When 

this started to become a significant issue in the early 90s, companies started to develop and 

market alternatives, each hopeful that their design would become the "next floppy disk" 

 Examples of these higher density media include the SyQuest cartridge system, and also the ZIP 

disc 

 In the end, none of these standards enjoyed "floppy disk" levels of success. Most of the floppy 

disk's perseverance in the marketplace came from the facts that just about every computer 

could accept them, and the disks were so cheap they became throw-away item 
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Optical Storage Media 
 The compact disc stores information by coding binary digits as microscopic "pits" (which are in 

effect, holes) in the disc surface. The pits (or lack thereof) can be read by a laser beam, and the 

binary digits decoded 

 A shorter wavelength allows the data to be coded onto the disc in a more compact fashion. CDs 

use infrared light, DVDs use red light, while blu-ray uses blue laser light 

 The non-recordable optical formats described above were intended to be mass-produced in 

factories. After a special source disc (called a "master") was created out of glass, it is used to 

make a mould from which plastic discs could be mass-produced 

 Recordable discs are created by treating a CD-shaped piece of plastic with a special chemical 

that was sensitive to laser light. CD drives equipped with special high-power lasers hit the 

surface of the blank disc and "burn" the chemical equivalent of a pit onto the disc 

 Seek times are far inferior to magnetic hard disks - on the order of 100-150ms, instead of the 9-

10ms of a hard disk. This is a function of both the reduced density of the optical media, and the 

need for the read/write heads to constantly realign themselves  

 Rotational latencies are also much longer on account of the fact that optical media cannot be 

rotated nearly as fast as can hard disks 

 As optical media is either mastered (non-recordable formats), or recorded in sessions rather 

than individual files (recordable formats), data fragmentation is not an issue for optical media 

Solid-State Media 
 The two main disadvantages of magnetic storage systems are their large size, and fragility owing 

to the presence of moving parts 

 One solution is solid state storage. This uses non-volatile memory chips (flash memory) as a 

storage medium. These have no moving parts, and being memory chips, are compact and can be 

put into products of virtually any shape 

 A solid state disk is unmatched when it comes to random data operations. The speed is purely a 

product of electronic design and clock speed 

 Flash memory has memory-like read speeds, however it takes a lot longer to write. Furthermore, 

it cannot be reprogrammed at the byte level, but only a block (which may be several kilobytes) 

 To write data, the disk controller must read an entire block, modify the content, and re-write 

the entire block. This takes time, and in a slow or poorly-implemented controller, this can cause 

noticeable pauses to data transfers to and from the disk 

 Cheap flash memory, common in bargain basement keychain drives, is actually significantly 

slower than a hard disk - perhaps as slow as 4 or 5 MB/sec. This works well for occasional data 

storage, but is highly inappropriate for internal mass storage 
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9. Operating Systems 

Operating System Structure 
 The operating system is a piece of software that interacts directly with the hardware 

 In its most basic form, it provides the channels of communication that allow applications to be 

developed without constantly having to deal with "raw" hardware 

 They also manage access to the system's resources so that when multiple applications are 

running, each one gets its fair share, and the system can still run smoothly and stably 

 In addition to basic hardware interfacing and management tasks, operating systems usually also 

provide additional support services to make certain high-level tasks easier. Such services are 

usually referred to as Application Programming Interfaces (API) 

Types of Operating Systems 
 The primary design factor in a desktop operating system is to let it interact quickly, easily and 

seamlessly with the tasks the end-user has to perform 

 Design features to promote these goals include proven and reliable kernel designs, advanced 

automatically configuring device drivers, granting drivers kernel-level access to improve 

performance, a feature-rich API to make application writing easy, and an intuitive GUI 

 Server operating systems are usually developed with high reliability as the primary design goal, 

with ease of use being less important 

 UNIX is an operating system family which got its inception in the 1960s while research was 

taking place into mainframe operating systems 

 Through various licensing and patent disputes throughout the years, as well as separate upstart 

developments, the UNIX landscape has become fairly fragmented and it was common for each 

server manufacturer to develop a variant for its own hardware 

The Shell 
  In order to perform the actions requested by the users, an Operating System must be able to 

communicate with those users 

 This communication takes the form of accepting user commands, 

 acting on them, and informing the user of the result of these commands. The portion of an 

Operating System that handles this communication is often called the shell 

 Older shells communicated with users through text messages on a monitor and input through 

the keyboard. Modern shells use a graphical user interface and mouse input 

Application Programming Interface 
 The API is the "public" part of the operating system, as far as other applications are concerned 

 The kernel and device drivers facilitate access to the hardware, and the API software uses that 

access to provide a "higher-level" method for doing useful things 

 Example of processes: 

o Application calls the API: 

 draw an error dialog box with the text "Error!" 

o API: 

 calculates what's required to draw dialog box, then calls the device driver 

 draw a big gray box (window surface) 

 draw a smaller blue box (title bar) 

 render the text "Error" in the system font  
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 display it on screen (error message) 

 draw a box (OK button) 

 render the text "OK" in the system font and display it (OK button text) 

o Device driver: 

 does the necessary raw calculations, and then calls the kernel 

 can you move this set of data that I've prepared to the graphics card? It's at 

memory location "X", and the graphics card is at location "Y" 

o Kernel: 

 lots of low level basic logic only a computer (or kernel developer!) could 

understand 

The Kernel 
 The kernel contains those software components that perform the very fundamental functions of 

a computer 

 File Manager: responsible for managing the organisation of files into folders and directories, 

stores the directory path information, and facilitates access of all these files as needed 

 Device Drivers: communicate with the peripherals. Device drivers are often given the same 

privileges as the kernel when it comes to accessing computer hardware: this means that the 

computer's stability is also highly dependent on the device drivers being well-written and bug 

free. Most crashes are due to poorly written device drivers 

 Memory Manager: responsible for coordinating memory access, especially important in 

multitasking environments in which many programs require regular access to their own 

dedicated memory space. It is also responsible for managing virtual memory 

 Scheduler: the scheduler determines the order in which activities (called processes) are to 

executed in multiprogramming systems, while the dispatcher is in charge of dispatching 

processes to run on the CPU 

Virtual Machines 
 A virtual machine is a software-based emulation of a computer. Virtual machines operate based 

on the computer architecture and functions of a real or hypothetical computer 

 The virtual machine has an application environment, but it in itself does not physically exist; it 

only exists as a concept 

 These usually emulate an existing architecture, and are built with the purpose of either 

providing a platform to run programs where the real hardware is not available for use (for 

example, executing on otherwise obsolete platforms), or of having multiple instances of virtual 

machines leading to more efficient use of computing resources 

 Software is written to target the virtual machine's application environment. Then the virtual 

machine itself is implemented using the actual computer's operating system and hardware 

 When an application is written for a virtual machine, it can run unmodified on any actual piece 

of computing hardware that supports running that particular VM 

Processes 
 The activity of executing a program is known as a process. For example, a word processor is a 

program, but many people may be using the same word processor program at the same time, 

each running their own process 
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 The current status of a process is called the process state. This is information that includes the 

owner of the process - the user executing the process - the current position in the program 

being executed, open files, memory locations allocated to the user, and so on 

 In a typical computer many processes are normally competing for the computer resources. It is 

the task of the Operating System to manage this so that each process has the resources that it 

needs, that independent processes do not interfere with one another 

Process Management 
 The scheduler is the portion of the operating system that maintains a record of the processes 

present in the computer, introduces new processes to this pool, and removes completed 

processes from this pool 

 Processes are maintained by the scheduler in a waiting queue, in a certain priority order 

 The dispatcher selects the process from the waiting queue and allocates the CPU to that process 

 To keep track of all processes, the scheduler maintains a block of information in main memory 

called the process table 

 Each time the dispatcher picks a process for the queue and runs it, it initiates a timer that will 

indicate the end of the slice by generating a signal called an interrupt 

 When the CPU receives this interrupt signal, it completes the current machine cycle, saves all 

current process information - where in the program it was executing, contents of registers, open 

files, etc, and begins executing a specific program called an interrupt handler 

 Thus, the effect of the interrupt signal is to pre-empt the current process from the CPU and 

transfer control back to the dispatcher. At this point, the dispatcher selects another process 

from the queue, re-starts the timer, and allows the selected process to begin its time slice 

 Both clicking a mouse and pressing a key on the keyboard also generate interrupt signals that 

cause the CPU to set aside the current activity and handle the interrupt 

Memory Management 
 Generally, there is not enough memory to keep all relevant process information on memory at 

once 

 To deal with this, the Operating System allocates sections of memory to processes at their 

request, and quickly frees them when they are no longer needed 

 This process, called swapping, means that only some fragments of a process will be in memory 

at a given time, the remainder most likely waiting its turn to be brought in on disk 

 As a consequence of this swapping in and out of memory, the memory space for a process is not 

contiguous, but actually fragmented like a mosaic. The process thinks that is using a continuous 

range of addresses, but the actual addresses are scattered all over memory 

 When data requested by a process is on disk, the CPU cannot block processing until the data 

comes in, since the CPU would be idle for too long. Instead, the running process is put to sleep, 

and some of them are even in secondary memory 

 Data is read from disk in units called pages, which are transferred in whole to memory 
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10. Power Consumption 

Measuring Power Consumption 
 Mains power monitoring: A mains power monitor, which measures the line voltage and the 

current drawn from a power point, provides an easy and accurate reading of the total power 

consumed by a consumer system. It cannot measure individual components, but this data can 

be inferred by selectively removing components and noting the change in overall power 

consumption for a given workload 

 System level monitoring: Many computer systems have a monitoring chip on board, which 

collects data about the physical state of the system, such as the temperature of key components, 

rotational speeds of cooling fans, and exact voltage (and occasionally also current draw) of the 

voltage lines in the system 

 During most general purpose tasks, the computer spends a vast amount of its time idling. This is 

why it's important to consider not just peak power consumption, but also idle consumption; the 

latter will have more significance to total power consumption, especially if the computer is on 

all day 

 Desktop CPUs generally have a maximum power consumption of between 60-95 watts, with 

some high performance processors demanding slightly over 100 watts of power 

 Idle power consumption is more likely to be between 10-20 watts 

Component Power Usage 
 Processing Chips: usually a major contributor of power consumption, some 60-80W idle and 

over 100W when taxed 

 Graphics processors: can be very power intensive, consuming several hundred watts at 

maximum use 

 Chipsets: power requirements tend to be less significant, and follow a steadier profile than the 

CPU. Recent trend of incorporating more chipset components onto CPU has further reduced 

chipset power requirements. Hence power use has fallen from 20 or 30W to 5W 

 System memory: SDRAM has a very low power consumption profile, for example a DDR2 

memory module will consume approximately 2W of power in idle, and will double when put 

under heavy workload 

 HDD: A hard disk uses the most power when it starts up its motor, and accelerates the platters 

to a stable speed. For this short duration, a typical desktop hard disk can consume in excess of 

25W! When up to speed and idle, power usage drops to 7-9W 

 Optical drives: idle power consumption (i.e. no disc inserted) is approximately 1.5W, with a 

typical data reading operation being about 6W. In the worst-case scenario with the spindle 

motor running at full speed, power consumption increases to about 16W 

 Solid state media: much lower than a magnetic hard disk, owing to the lack of spindle motor and 

head servos. A solid state disk that powered up but idle will typically use less than one watt of 

power, and require only 2-3W when writing 

 Human interface peripherals: Keyboards, mice, and other user input devices use an infinitesmal 

amount of power - they are almost always "low power" USB devices, which are limited to a 

maximum power draw of 0.5W 

 Monitors: A 20-inch cathode ray tube (CRT) monitor uses in excess of 100W of power, while an 

LCD panel of similar size may use less than a fifth the energy (20W) at medium brightness 



21 
 

Intrinsic Inefficiencies 
 These result from fundamental physical properties of materials and electronics, and so tend to 

be fairly difficult to overcome 

 Transistor gate leakage: In a perfect world, the technology used to build modern integrated 

circuits would not use any power if not being switched; yet desktop CPUs still consume a dozen 

(or more) watts of power even when completely idle. This phenomenon is known as gate 

leakage, and is due to the microscopic construction of the transistors on the silicon substrate - 

the surfaces of the transistor are not perfectly insulated from each other, and some power 

'leaks' from one part of the transistor to another 

 Power supply losses: The power supply is a complicated power transformer, that supplies 

several different voltage circuits, known as rails, to the computer. In an ideal world, this design 

would not lose any power when idle, but when built in the real world with large transformers, 

transistors and discrete electronic components like capacitors and inductors, efficiency is lost 

due to the internal resistance of these components 

Operational Inefficiencies 
 Inefficiencies in the process of during some useful task 

 HDD friction and noise: friction and noise are inherent to any mechanical processes, such as in 

the bearings and motors spinning the hard drive. 

 LCD backlighting: An LCD monitor relies on light passing through the liquid-crystal element, 

which either allows light to pass through, or blocks it. Thus, the entire back side of the LCD plane 

must have a light source shining on it, even for pixels not being displayed 

Design Inefficiencies 
 Some power consumption inefficiencies are purely due to poor component design and selection. 

These kinds of power budget blowouts are entirely preventable, either through components of 

higher quality, or those with a performance rating more in line with the system as a whole 

 Lack of integration: the more distinct, separate components are in asystem, the more support 

circuitry must exist to maintain the components, and to interface between components. This 

more integration is preferred 

 Overspecified components: Hardware that is more powerful than necessary can actually lead to 

sub-optimal performance, especially when it comes to power consumption. For example, high 

performance graphics cards tend to have high idle power usage, which is wasted if their 

processing power is not needed 

Dynamic Power Management 
 Dynamic power management refers to a power management regime that changes due to 

circumstances - actively finding opportunities for something to run slower, or to shut down, all 

to save power 

 For the CPU, techniques to save power include reducing the frequency and voltage of the CPU in 

low workload conditions, splitting voltages (so some parts of a chip can use high voltages and 

others use low to save power), and turning of units that aren't being used 

 Hard disks can spin down their spindle motors, saving a large proportion of their idle power. 

 Given that recently used data is cached, the hard disk may be able to continue for some time 

with the motor powered down 

 Monitors can be set to go into a 'power save' mode after a period of inactivity, where the 

backlight is switched off 



22 
 

 Networking equipment like wireless network adapters can switch to a lower power mode in 

areas of good signal strength, or when they are not actively connected to a network 

Power Efficiency Certification 
 Energy Star is the most common power certification for technology products (not limited to just 

computer components). It mandates minimum standards for power supply efficiency, various 

power-saving modes supported by the hardware, standby power usage, and typical energy 

consumption 

 80 PLUS is a certification specific to computer power supplies. At its core, it mandates a 

minimum 80% energy efficiency at 20, 50 and 100% of maximum load 

 One shortcoming of the 80 PLUS certification requirements is that it does not specify a minimum 

efficiency level for a very low load. Thus, using an 80 PLUS certified power supply is not a 

substitute for sensible component selection 

Thermal Design Power 
 The common method to cooling hot-running processors is a heatsink. This is a block of metal 

made out of a heat conducting metal such as aluminium or copper, broken up into fins such that 

air blowing around the fins carries the heat away 

 Heatsinks are used to spread the output heat of many internal components; not just the CPU, 

but also GPUs, chipsets, voltage regulators, high-end memory modules, and hard disks 

 Once heat is transferred from heat-sensitive components, the hot air must be evacuated 

 Positive pressure is when a case has more airflow going into it, than out of it - that is, the air 

pressure in the case is higher than the outside air. This has the effect of air trying to escape out 

of the case wherever it can 

 Negative pressure is when the pressure inside the case is lower than the air outside, this 

drawing air from any seam or crease in the case. This is to be avoided, mainly for reasons of dust 

accumulation 

 Most cases have a large number of fan vents, but the choice of how to vent air is up to the 

system builder. In order to keep positive case pressure, the balance of airflow should tilt 

towards intake fans. Some forced air exhaust is still important, to help hot air out of the case 

11. Computer Failure 

The Bathtub Curve 
 The bathtub curve is a graphic illustration of a certain failure distribution that commonly holds 

true for complex electronic equipment 

 Infantile Failure: these failures are from devices that are compromised from the moment they 

are built, and as such do not last very long 

 Random Failure: this type of failure mode aims to depict those one-off failures that have no 

common root cause. With no common reason for the random failures, it is generally depicted as 

being constant across the time scale 

 Wear-Out Failure: this failure mode is where components start to fail from being used past their 

designed working life 
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Mean Time Between Failure 
 Mean Time Between Failure is a very commonly quoted statistic that aims to predict the hours 

of operation of a certain device type before a failure is encountered 

 Note that the MTBF is calculated as an arithmetic mean of the entire population - and does not 

refer to an individual device 

 MTBF figures are often extrapolated from "burn-in" analysis, and as such should not be used as 

a canonical figure of component reliability 

 Although they may not be useful as an absolute reference, they may be useful as a relative 

reference, to compare the reliability of different products 

Warranties 
 It can be tempting, to use this information to conclude that warranty length is a good proxy for 

other reliability statistics - but there are so many non-actuarial reasons for warranty length to 

vary it does not have a solid basis 

 The warranty length, however could be used to consider vendors given equivalent reliability 

statistics. For example, if two hard drive vendors offer a solution with a 1 million hour MTBF, 

and one offers a three year warranty and the other five - it's prudent to choose the latter if post-

failure support is a concern 

Chassis and Cooling Failure 
 A failure in the exterior chassis may not in itself appear to be critical to the system's overall 

wellbeing - however, it is very likely to set off a cascading series of failures in other components, 

which may well be terminal for the system 

 Failure in systems integration: a common example of this are heatsinks are fans being attached 

via mountings that are not sufficiently strong, causing breakage and potentially damage to the 

motherboard 

 Fan failure: causing components to overheat 

 Failure of capacitors: especially common for older electrolytic capacitors in high temperature 

environments, which can lead to gases being given off 

Storage Device Failure 
 Bearing wear: motor bearings can wear, lose their grease, and seize up, rending the motor no 

longer able to supply a stable rotational speed 

 Motor failure: for similar reasons, a failure of a motor unit (spindle motor, or head servo) will 

also render a drive inoperable 

 Loss of alignment: either due to shock, or excessive thermal cycling, the heads of a drive unit 

may wander so far out of alignment, that the internal alignment cannot compensate 

 Foreign objects/debris: foreign debris, such as dust, is problematic for optical drives, and 

disastrous for magnetic hard disks 

 Head crashing: a significant external blow to a hard disk may cause the heads to crash against 

the disc surface, destroying both the read/write head and the platter 

 Disc shattering: a poorly-made compact disc, when spun to extreme speeds, may not be able to 

withstand the rotational forces and shatter within the drive. This destroys the disc, and in many 

cases, the drive as well 
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Display Failure 
 Backlight failure, most commonly the breakage of the CCFL backlight globe. In this situation, the 

LCD panel matrix itself is operating normally, but without any backlight to pass through the 

panel, nothing appears on the screen 

 This failure mode is noticeably absent in an LED-backlit LCD panel, and is one of the reasons why 

these panels are more reliable 

 Failures can also occur due to errors in manufacture, which lead to 'dead' (always off) or 'stuck' 

(always on) pixels 

Chip Failure 
 Auto-configuration: this is where the chip 'knows' its default configuration for communicating 

with other parts of the system (for example, the Serial Presence Detect data in a RAM module). 

This prevents the accidental setup of the system with incorrect data, which may overstress the 

component and lead to logical or physical failures 

 Thermal tripping: a processor may have an inbuilt temperature sensor, which can trip a halt 

condition when its maximum design temperature is exceeded. This typically crashes the 

machine, but at least protects the hardware from permanent damage 

 Thermal throttling: a more sophisticated version of thermal tripping, this is where the processor 

slows down its clock speed upon detecting an excessive core temperature. When the core cools 

down again, the speed throttle is gradually released 

Solid-State Storage 
 Wear levelling: this is where the controller will, on purpose, spread write operations throughout 

all portions of the solid state disk, so that no one area has a greater write wear rate than 

another. This ensures that portions of the solid state disk do not fatigue prematurely due to 

over-use 

 Over-provisioning: this is the technique of supplying more flash memory than required to store 

a certain capacity: e.g. a 60GB solid state disk may actually have 64GB of flash memory on board. 

This is useful, as when flash memory cells eventually wear out, they can be dynamically disabled 

and replaced with some of this over-provisioned storage, so that the reduced capacity it not 

noticed by the user 

Disk Redundancy 
 Mass storage devices can also be arranged to provide redundancy. There are a number of 

strategies, collected in a standard known as RAID (Redundant Array of Independent Disks) 

 RAID is a storage technology that combines multiple disk drive components into a logical unit for 

the purposes of data redundancy and performance improvement. Data is distributed across the 

drives in one of several ways, referred to as RAID levels, depending on the specific level of 

redundancy and performance required 

 RAID 0 (striping): This provides a significant performance boost, but actually decreases reliability 

of the system as a whole - only one disk of the stripe set has to fail for full data loss to occur 

 RAID 1 (mirroring): this is replicating the data of one physical disk, onto another. When one of 

the mirrored disks fails, it can be replaced and the data restored from the other mirror 

 RAID 5 (parity): an error-correction algorithm, such as a Hamming code, can be run on the 

original data to create a record of file structure and content from which the original data can be 

regenerated. The parity data is significantly smaller in size than the original data, so total disk 

array capacity is not as adversely affected as in mirroring 
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12. Error Detection and Correction  

Hamming Distance 
 An error correcting code is able to detect and correct bit errors in a (binary) code. In 7-bit ASCII 

code, a 1-bit change to a valid symbol gives another valid symbol 

 It is then not possible to detect or correct a one-bit error, because a 1-bit error is still a legal 

symbol. Adding a parity bit made it possible to detect, but not correct, an error 

 In a code, the number of bit changes between two valid symbols of the code is called Hamming 

Distance 

 To detect up to K bit errors, the (minimum) Hamming distance between two valid code words 

must be K+1 

 To correct up to K bit errors, the Hamming distance between two valid code words must be 

greater than or equal to 2K+1 

 Hence, to detect and correct 1 error requires a Hamming distance of 3 

Parity Bits 
 In the Hamming code the number of Parity/Check bits p must be: 2p ≥ m + p + 1 

 To get the position of the check bits we count the bits from right to left (i.e. LSB to MSB) starting 

from 1, and the check bits are at positions 1, 2, 4, 8, 16, 32, etc, all powers of 2. All the other bits 

are data bits, part of the message 

 It may be surprising that we are only interested in 1-bit errors, but in computer operation 2-bit 

errors are very, very unlikely 

 If the probability of a 1-bit error is of the order of 10^-9, the probability is the product of the 

two probabilities 10^-18. With the same computer you get a 2-bit error once every 10^11 

seconds, or once every 3000 years 

SECED Coding 
 SECDED Coding (single-error correct, double-error detect), makes possible the correction of 

single-bit errors and the detection, but not correction, of double-bit errors 

 The original Hamming code is extended by using the unused P0 bit as a parity (odd or even) bit 

for all the bits in the transmitted symbol 

 If some Hamming checks fail, and there is also an overall parity error, we assume that there was 

a 1-bit error and we correct it as before 

 If some Hamming checks fail but there is no overall parity error, we assume that there have 

been 2 or more errors, and we don't correct them 


